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Abstract
Keyhole surgery has become standard procedure in modern surgery. The
minimal invasiveness offers great advantages for the patient’s recovery, limits
unsightly scarring, and reduces post-surgical complication risks. However,
there are severe challenges for surgeons. The surgical site can only be viewed
through an endoscope. This affects the surgeon’s depth perception as well as
his hand-eye coordination. Robot-assisted surgery is increasingly popular, in
particular in conjunction with minimally invasive surgery.
In this thesis, we investigate the use of monocular rigid and nonrigid
3D reconstruction methods in laparoscopy, i.e. endoscopic surgery in the
abdominopelvic cavity. To this end, we analyze and improve on state of the
art methods for rigid and nonrigid reconstruction and their use in laparoscopy.
We build a real-time rigid reconstruction system that is useful on its own and
furthermore serves as a starting point for nonrigid deformation tracking. For
nonrigid reconstruction, local methods are more suitable in the laparoscopic
setting, as the deformations are complex on a global scale. We look into the
feasibility of these nonrigid reconstruction methods and lift some of their
limitations with respect to laparoscopic surgery.
Intra-operative 3D reconstruction has a number of applications in laparoscopy,
and the use of monocular reconstruction techniques allows us to immediately
apply our methods in clinical practice, where predominantly monocular
endoscopes are used. Applications include the use of augmented reality tools
to aid the surgeon, simplified automation of robotic surgery by providing
robots with an optical sensory system, and use for tele-surgery purposes where
surgeons at a remote site can have a 3D view of the surgical site.

iii

Beknopte samenvatting
Endoscopische chirurgie (ook minimaal-invasieve chirurgie of sleutelgat
chirurgie genoemd) is de dag van vandaag een standaardprocedure in de
chirurgie. Door de minimale invasiviteit herstellen patienten meestal sneller,
zijn er minder post-operatieve complicaties en blijven er kleinere littekens
achter. Minimaal-invasieve chirurgie vergt echter speciale vaardigheden van
de chirurg. De chirurg kan zijn werkveld enkel door een endoscoop bekijken,
wat zijn dieptewaarneming en zijn hand-oog coördinatie beperkt. Robotgeassisteerde chirurgie in combinaties met minimaal-invasieve chirurgie wordt
dan ook steeds populairder.
In dit proefschrift onderzoeken we het gebruik van 3D-reconstructie technieken,
om 3D modellen uit monoculare endoscopische beelden te berekenen, en
houden we rekening met zowel starre lichamen als vervormbare oppervlakten.
Daarbij beperken we ons tot laparoscopie, dat wil zeggen endoscopische
chirurgie in de buikholte.
Om dit te bereiken analyseren en verbeteren we state-of-the-art methoden en
hun gebruik voor de laparoscopie. We ontwikkelen een real-time reconstructie
systeem voor starre lichamen dat op zich al nuttig is maar dat bovendien
gebruikt kan worden als startpunt voor de reconstructie van vervormbare
oppervlakten. Hiervoor zijn locale methoden beter geschikt dan globale, omdat
de vervormingen heel complex kunnen zijn op globale schaal. Wij onderzoeken
in welke mate deze technieken toegepast kunnen worden en lossen enkele
geïdentificeerde problemen op.
Intra-operatieve 3D reconstructie heeft een aantal toepassingen binnen de
chirurgie. Doordat er vooral monoculaire endoscopen in gebruik zijn, zijn onze
technieken aantrekkelijker dan technieken die speciale bijkomende hardware
vereisen. De methoden kunnen onder meer worden toegepast voor augmented
reality, robotchirurgie of telechirurgie.
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Chapter 1

Introduction
In this thesis, we investigate rigid and non-rigid 3D reconstruction methods
for applications in laparoscopy based on monocular image sequences.

1.1

Laparoscopy

Laparoscopy is a specific type of minimally invasive surgery. Minimally
invasive surgery, also known as keyhole surgery, denotes a type of surgical
intervention that aims at minimizing the damage inflicted by the intervention
itself. This goal is achieved by inserting all surgical instruments into a patient’s
body through a number of small incisions. A magnified view, a much shorter
post-operative recovery phase, and fewer complications than with traditional
surgery are only some of the benefits [NNN92]. In laparoscopy, the surgical site
is the patient’s abdominopelvic cavity. Laparoscopy thus is common surgical
practice in gynaecology and urology. In this thesis, we focus on the applications
in gynaecology. Relatively common conditions [ZBG+ 12, MHS+ 04, FAMR10]
like endometriosis or benign uterine fibroids frequently call for laparoscopic
diagnosis and treatment in gynaecology.
To be able to see the surgical site, an endoscope is used. As the name suggests,
an endoscope is a tool with which one can look inside objects, or inside the
patient in our case. In its simplest form, an endoscope is nothing more than a
hollow rod that allows one to see through it. Nowadays, the image is instead
recorded by a video camera and displayed on a screen. To optimize the optical
performance, an endoscope uses a sequence of lenses to transfer the image. In
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Figure 1.1: Sketch of a laparoscope. The image is transferred through a
combination of lenses to the camera connector at the end, while light from an
external light source is transported to the tip through fibre bundles. The tip of
a 30◦ endoscope is angled and the viewing direction is not aligned with the
principal axis of the laparoscope. This allows for a wider range of viewing
directions
other, more modern endoscopes, the camera sensor is built into the tip of the
endoscope, making these lens systems unnecessary. Light is transferred into
the body through optical fibers in a separate channel of the endoscope.
Surgical endoscopes differ in their construction depending on the domain
in which they are used. Flexible endoscopes that can bend are particularly
useful when inspecting winding narrow body cavities, such as in bronchoscopy
or colonoscopy. For wide open cavities such as the abdominopelvic cavity,
rigid endoscopes are used. Different lens constructions in rigid laparoscopes
allow for different viewing angles, typically 0◦ , i.e. looking straight ahead, 30◦ ,
45◦ , or 60◦ . In laparoscopy, rigid laparoscopes with 0◦ and 30◦ viewing angle
are predominant [Kat10]. As the motions of the endoscope are restricted by
the incision through which it is inserted, the oblique laparoscopes allow the
surgeon to view areas that would otherwise be occluded. Importantly, they
allow the surgeon to look around structures, at least to a certain degree. A sketch
of a 0◦ and a 30◦ laparoscope can be found in Fig. 1.1.
Laparoscopy does however require special training [RJ05, SV12]. As the
surgeon can only view the surgical site on a video screen, there is an added
difficulty in hand-eye coordination. In particular, the image on the screen
may not be aligned with the surgeon’s position and furthermore the image
orientation may change when the endoscope is rotated or moved. Likewise,
because the surgeon is operating through instruments inserted into the body,
the motion of these instruments can be counter-intuitive. Additionally, the
surgeon’s depth perception is reduced. Stereo endoscopes have existed for a
while, but did not gain much ground. The limiting factors seem to have been
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the reduced image quality and their price compared to the limited impact on
surgical performance [CCY+ 97], although later studies show different results,
possibly due to technological advancements [TSH+ 99, KOY+ 10]. However,
these studies all confirm the lack of depth perception with 2D visualization.

1.2

3D Reconstruction

In the context of this thesis, 3D reconstruction is the estimation of the 3D
position of points given their projection in images. The modern discipline of
3D reconstruction has its roots in geodesy, where the position of landmarks
in images was used to simultaneously estimate the camera and the landmark
positions. This technique of measuring locations based on images is called
photogrammetry and dates as far back as to the middle of the 19th century.
In fact, one of the fundamental problems in modern 3D reconstruction, the
resectioning problem, which is the determination of the camera position given
three world points and their perspective projections, is frequently still solved
using an elementary algorithm devised by J. A. Grunert [Gru41] in 1841. Of
course, much has changed since then, and with modern computing power
many problems that were then infeasible, like dense 3D reconstructions for
millions of points, have become tractable.
While 3D reconstruction is still useful for geodesy, today it has many more
applications. Augmented reality for example uses rendered graphics or
information and places these into video images in a realistic way. In order to
have these augmentations move naturally in the scene, as if they were part of
it, the camera pose and at least some sparse geometry information has to be
known. To realistically model visibility, a dense reconstruction is required to
determine which parts of the augmentations are occluded by other parts of the
scene. On a larger scale, augmented reality is now featured in almost all movie
productions, although the term may be inappropriate here, as frequently the
rendered content dominates.

1.3

3D Reconstruction for Laparoscopy

There are a number of interesting applications for 3D reconstructions in
laparoscopy, including
• the possibility to transmit three-dimensional models to remote experts in
tele-surgery,
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• machine-vision applications in robotic surgery, including safety precautions like collision avoidance or motion planning,
• using multiple-view super-resolution algorithms to create high-resolution
images of the surgical site,
• displaying the surgical site from different viewpoints to aid surgeons,
and
• augmenting the surgical site with markers indicating suspicious areas or
regions of interest.
At the same time, there are a number of properties of surgical images that
impede 3D reconstructions. Firstly, there is a certain amount of unavoidable
body motion, which can violate assumptions on rigidity, regardless of the
surgeon’s actions. In a live patient, pulmonary and cardiac motion affect the
whole body, and are well observable in the abdominopelvic cavity. This is of
particular concern for less rigid structures like the intestines, and for the upper
half of the abdominopelvic cavity, but less so for comparatively rigid structures
like the uterus in the pelvic cavity.
Of course, during actual surgical intervention, the surgeon is actively moving,
pushing, or even cutting. The assumption of rigidity certainly does not hold in
these circumstances.

1.4

Fundamentals of 3D Reconstruction

In this chapter, we will give a brief overview of image-based 3D reconstruction
techniques. We will put more emphasis on correspondence-based reconstruction, as this is used in the rest of the thesis. We will also define important
notation and terminology.

1.4.1

Overview of 3D Reconstruction Methods

3D reconstruction from images is the process of recovering the 3D position of
points of which only projections in images are observed.
3D information can be extracted from images in a number of different ways.
These are typically called “Shape/Depth from X”, where X is the information
used to compute the depth information, see for example [Sze11] for more detail
on the individual methods. Different methods include:
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Shape from Correspondence includes monocular, stereo, and multi-view
reconstruction methods that are based on the triangulation of 3D points
from correspondences, i.e. image observations of the same 3D point in
different views. These are the methods we concentrate on and they
will be described in greater detail below. Structured light approaches
are another class of correspondence-based methods, although here the
correspondences are established between a projector and a camera.
The principles however are the same as in multi-view reconstruction.
Generalizations also include cases where the correspondences are not
between points, but between other primitives such as lines.
Shape from Shading utilizes shading information, i.e. the intensity of
reflected light at the different image positions to compute normal angles
and then solve a partial differential equation (PDE) to obtain a depth
map. These approaches have to make assumptions about the reflection
model and the light sources.
Shape from Defocus is a technique that makes use of the depth of field effects
that lens systems exhibit. Depending on the aperture and the focus
settings of the camera, only points at a certain depth will be mapped
sharply onto the image plane. By taking into account multiple images
taken with varying focus settings, shape from defocus methods can
recover a depth map. An interesting variation that works with a single
image is based on a modified, so-called coded aperture [LFDF07].
Time of Flight (ToF) reconstruction is a relatively novel method that uses a
principle similar to radar, where the runtime of emitted and reflected light
is measured to compute the distance to the reflecting object. This requires
special sensors and resolution is currently quite limited. According to
our definition of an image, this is strictly speaking not an image based
method, but it is very close.
If depth information is computed only for the pixels of a single image (i.e.
a depth map), this is often called 2.5D-reconstruction, as it does not allow
the reconstruction of arbitrary 3D structure and ties the depth information to
image points. Multiple 2.5D-reconstructions can however be stitched together
to create a full 3D reconstruction. As this requires an additional registration
step (in some cases, the iterative closest point (ICP) registration may be used),
it is in some sense harder than pure 2.5D-reconstruction.
As mentioned above, in this thesis we concentrate on correspondence-based
reconstruction. We have however performed some initial experiments with
shape from shading approaches and to this end have implemented an algorithm
proposed by Emmanuel Prados, to whose sophisticated analysis of shape
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from shading [Pra04] we want to refer the interested reader. Our initial
experiments showed a great sensitivity with respect to deviations from the
assumed Lambertian reflectance model, in particular in the presence of
specular highlights, as well as a need to correctly recover the varying albedo
of the surface. In the context of endoscopic surgery, shape from shading
approaches have indeed been most successfully applied to the reconstruction
of bone structures, where these assumptions are much better met than in
laparoscopy [Che10]. We believe that shading information should not be
discarded, but that it may better serve as an additional rather than the single
source of information. Indeed, correspondence- and shading-information were
very recently succesfully coupled with smoothing heuristics for laparoscopic
reconstructions in [MBC12].
Correspondence-based reconstruction algorithms are further divided into sparse
and dense approaches. A sparse approach reconstructs the 3D points only for
a relatively small number of potentially unrelated points. Dense algorithms
reconstruct the 3D positions of a large connected area in one or more images.
As such, dense algorithms can make use of prior knowledge about spatial
smoothness of the observed 3D configuration, while sparse algorithms cannot.
In order to discuss image-based reconstruction in more detail, we first need to
define the image formation model that we assume.

1.4.2

Image Formation

We assume that an image is given as a map I : Ω 7→ Rd . Here, Ω is the image
domain, which we will assume is a two-dimensional, regular, rectangular grid,
the elements of which are commonly called pixels, short for picture elements.
The pixel values I ( x ) for x ∈ Ω are d-dimensional real vectors that correspond
to color values. Typical color cameras use d = 3 light-sensors that capture
red, green and blue (RGB) frequencies. Often, only one channel is recorded
at a given pixel, and the sensors are arranged in a so-called color filter array.
The color components are then suitably interpolated across the whole image.
What light is projected onto the individual sensors depends on the camera
construction, for example the lenses (if any) it uses. While specialty cameras,
particularly for very wide angle applications, may be better modelled by other
projection models [GD01], often the pin-hole model or even the orthographic
projection model are suitable models, in particular in conjunction with preprocessing steps to eliminate lens distortion effects. In practice, we found the
pin-hole model to model the image projection quite well, as the results of the
following chapters will show.
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We will now briefly define the orthographic projection model, and the
perspective (pin-hole) projection model. Orthographic projection Πortho :
R3 → R2 maps a point x ∈ R3 to


1 0 0
Πortho ( x) =
x.
(1.1)
0 1 0
Perspective projection Πpersp : R3 → R2 maps a point x ∈ R3 to
Πpersp ( x) =

1
Π
(Kx)
(0, 0, 1)Kx ortho

(1.2)

where K ∈ R3×3 is the upper-triangular so-called intrinsic calibration matrix. Its
entries are


f x s cx
K =  0 f y cy 
(1.3)
0 0 1
where f x and f y are the focal lengths in x and y direction expressed in pixels,
s is a shearing coefficient and c x and cy is the image projection of the optical
axis. Throughout this thesis we will assume that the shearing coefficient s = 0
unless stated differently. We will furthermore assume that intrinsic calibrations
K are computed beforehand and are thus known within the reconstruction
algorithms. The above equations assume that the coordinates are given in a
camera-centric coordinate system in which the coordinate axes are aligned with
the image axes and the optical axis. Other coordinate systems can be mapped
to this system by a rigid transformation (i.e. a rotation R and translation by t).
From the above definitions it is apparent that


 
1 fx 0
c
Πpersp ( x) ≈
Πortho ( x) + x
cy
c 0 fy

(1.4)

if the denominator in (1.2) is roughly constant and equal to c.

1.4.3

Multi-View Reconstruction

In multi-view reconstruction, the same scene is observed simultaneously by
multiple cameras. Given feature correspondences between at least some of
these views, the 3D coordinates of the world point can be found by minimizing
the projection errors.
One fundamental concept in multi-view reconstruction is that of epipolar
geometry. There are strong constraints between valid configurations of

8

INTRODUCTION

back-projection ray

back-projection ray

intersection

image point
epipolar line

image point

epipolar line

projection center

projection center

Figure 1.2: Illustration of epipolar geometry. There is a bilinear constraint
between corresponding image points. The back-projections of corresponding
points in two images ideally intersect in 3D.
corresponding features in pairs or triplets of views. Pairwise constraints are
captured by the fundamental matrix (or, in the calibrated case, the essential
matrix). The underlying concepts are illustrated in Fig. 1.2. Assume we are
given two camera poses P1 , P2 and a point x1 in the second image, like the red
point in the right camera in Fig. 1.2. The set of points in 3D whose projections
in the second image are x2 form a line in 3D1 . The projection of this line in the
other camera in general is a line in the image, depicted as a green line in the
left camera in Fig. 1.2. This line is called the epipolar line of x2 . If x2 is the
projection of a point X in 3D, the image x1 of X in the first image has to lie on
that epipolar line. This relation is bilinear and can be written as
 T  
x2
x1
F
= 0.
1
1

(1.5)

The matrix F ∈ R3×3 \ {0} is defined up to (non-zero) scale and is called the
fundamental matrix. If the intrinsic camera calibration matrix K is known, the
related essential matrix E is given by
E ∝ K T FK.

(1.6)

The above is a very simplified description that is sufficient to understand this
thesis. In particular it is restricted to Euclidean geometry, while generalizations
to projective geometry lead to a more elegant formulation. Multi-view
geometry is covered in far greater detail in many places, see for example
1 Strictly speaking, the camera center is not part of this set, as its projection is not defined. The
closure however is the whole line including the camera center.
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[HZ04]. For example, the trifocal tensor captures constraints among triplets of
views.
Multi-view dense methods can create very high detail reconstructions by taking
into account the photo-consistency of a hypothesized reconstruction across all
views. In order to do so, they need to properly model visibility and occlusion.
A slightly dated but still good survey of dense multi-view reconstruction can
be found in [SCD+ 06].
For nonrigidly deforming sequences, multi-view methods simplify the problem
to that of nonrigid shape registration. Because the multiple views capture the
deforming object at the same time, it appears to be rigid and the regular rigid
reconstruction techniques can be employed. Therefore, 3D reconstructions can
be created for each time instance and the problem is reduced to registering these
reconstructions, unless this information is not even required for the application.

1.4.4

Monocular Reconstruction

Monocular reconstruction stands in contrast to multi-view reconstruction, in
that only one image of a single-lens camera is available at any given point
in time. Importantly, if the observed 3D configuration cannot deform over
time, both multi-view and monocular approaches are equivalent, because the
problem does not depend on time. Of course, this is assuming that the relative
camera positions are either known in both cases or have to be estimated in both
cases.
If the shape is deforming over time, the situation is a lot more complicated.
Firstly, there is no clear definition of a camera pose any more. Any rigid
transformation can be subsumed under the general non-rigid deformation of
x(τ ) . However, we nevertheless model it explicitly so that the image projections
at time τ are

z(τ ) = Π R(τ ) x(τ ) + t (τ ) .
(1.7)
The deformation does not allow us to choose a reference coordinate system
in which the 3D configuration is fixed, as we did in the rigid case. Without
making further assumptions, every rigid transformation gives rise to a family
of deformed shapes x(τ ) that explain the image observations. Therefore, unlike
in rigid structure from motion, where we expect the scene to be static with
a moving camera, here it is natural to assume a static camera at the origin.
Explicit modelling of the rigid transformation components can sometimes have
a pronounced effect on the reconstruction quality. The reason is that while it is
not possible to determine a “true” camera pose, it is possible and meaningful
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to find the camera pose (or equivalently the rigid transformation) that in some
way minimizes the amount of non-rigid deformation. This was exploited for
example in [MNLF08], and is also the basis for our work in chapter 4.
We will now have a look at what assumptions on the deformations are typically
made. A natural relaxation of the assumption of rigid motion that was also
investigated early on is that the scene consists of multiple parts that can
independently move rigidly. If the parts are assumed to be linked to each
other, e.g. by joints, the problem is called articulated motion reconstruction. A
prominent example is the reconstruction of human motion, where a stick-figure
model of the human body is used to model the possible shapes [FRA11]. If it is
further relaxed to allow independent movement of the parts, it is commonly
called multi-body rigid reconstruction[CK95, ÖSVG07, ÖSVG10, ZJB11].
Independently moving objects lead to further problems, as the transformations
between the object-centric coordinate systems are unknown. Under orthographic projection, the effect is that the individual parts can be freely and
independently moved along the optical axis. Under perspective projection, the
parts can be freely and independently scaled. These ambiguities have to be
resolved by heuristics or further prior knowledge, see e.g. [ÖSVG10].
Of course multi-body rigid motion is not the loosest assumption for which 3D
reconstruction is still feasible and truly nonrigid deformations can indeed be
dealt with.
Recent work [BGCC12] has shown that observing an isometrically deforming
surface for which one reference configuration is known is actually a wellposed problem. More specifically, the authors show that if the deformation
between a two-dimensional parametrization of the surface and the images is
known and if one assumes isometry then there is a unique solution that can be
found in closed-form. They also show that a slightly weaker guarantee can be
given if one only assumes conformality.2 The same isometry or inextensibility
assumption has previously been used in a number of other works [BHB+ 10,
SHF07, PHB08, SF09, SU10].
Without a template, recovery of 3D shape requires even stronger priors. In
particular, it is clearly not possible to reconstruct the shape from observations
in a single image. In order to reconstruct the object, the observations have to
demonstrate sufficient rigid motion, i.e. the viewpoint must vary sufficiently.
This can readily be understood when considering the example of (a part of)
an object that does not move at all. In this case, all image observations are
identical, so this problem is not even solvable under the assumption of rigid
2 Roughly speaking, for conformal mappings, the columns of the Jacobian are scaled
orthonormal, while for isometries they are orthonormal.
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motion, and therefore certainly not if non-rigid deformations are allowed. At
the other extreme, assume that we observe an object that is moving rigidly. By
penalizing non-rigid deformations, we will be able to exactly recover the shape
of the object even if non-rigid deformation is allowed. Likewise, comparatively
small amounts of non-rigid deformation on top of a global rigid transformation
can be recovered the same way, by finding the 3D configuration and the rigid
transformations such that the non-rigid residual deformation is minimized. Of
course, this assumption of minimal non-rigid deformation is a strong prior. If it
does not hold, then there is no guarantee that we will be able to find the correct
shape.

1.5

General Approach

We want to investigate monocular rigid and non-rigid reconstruction algorithms in laparoscopy. We concentrate on laparoscopic surgical interventions
in gynaecology, in particular at the region around the uterus.
It is most interesting to investigate if and to what degree 3D reconstructions
are possible without requiring expensive specialized equipment, building on
readily available commodity computer hardware only. Among the approaches
that require special hardware are structured light approaches, time-of-flight
based reconstructions, or reconstructions using a stereo laparoscope. To the
best of our knowledge the large majority of laparoscopes in use today are in
fact monocular videoscopes, i.e. they have only one optical channel. The video
camera is commonly attached to the outer end of the endoscope, although some
systems have the camera integrated into the endoscope tip. We thus decided to
investigate approaches that are immediately applicable in this setting. Cost is
certainly an important factor, even more so in countries that do not have the
same quality of medical care as most European countries.
The application domain also necessitates the use of model-free approaches.
This may be surprising at first, as one may think that the appearance of the
abdominopelvic cavity is rather similar across patients and that therefore fitting
statistical models would yield very good results. This may even be true to a
certain degree. However, in patients that undergo treatment, this assumption
will hold far less frequently than in the general population. In fact, many
of the frequently encountered pathologies can alter the appearance of the
abdominopelvic cavity drastically.
Firstly, there are deviations due to misdevelopments. For example, surprisingly
it is perfectly possible for a woman to essentially have two uteri instead
of one. Under normal circumstances, the uterus is formed in the embryo
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(a) Adhesions between the uterus and
the colon

(b) Uterine fibroids

Figure 1.3: Examples of varying appearance of the pelvic cavity due to different
findings.
when the two so-called Müllerian ducts merge. If this process is disturbed,
the uterus can be split to different degrees, see [Jar46]. This is only one
example for malformations that will change the appearance of the body interior
dramatically.
But even in the absence of congenital malformations, the abdominopelvic cavity
of many patients will somehow look abnormally. As mentioned before, uterine
fibroids are a common complication in mid-aged women. These tumors can
grow to considerable size and present as ball-like attachments on, in or around
the uterus. Walker and Stewart [WS05] report that “symptomatic lesions can
be 10mm in size or routinely exceed 20cm” and that uterine fibroids occur in
77% of women.
Another frequently encountered condition is endometriosis. The endometrium
is a type of tissue found on the interior wall of the uterus. Endometriosis
“is characterised by the presence of uterine endometrial tissue outside of
the normal location” [GK04]. While endometriosis itself has little effect on
the shape of the organs inside the abdominopelvic cavity, it can lead to
inflammation, which in turn can lead to the formation of adhesions [GK04].
These adhesions form bonds between organs or organs and the abdominal
wall.
All these conditions change the appearance of the abdominopelvic cavity
beyond what could be reasonably be representable by statistical models. The
wide variety of appearances is illustrated in Fig. 1.3. However, it is possible
to use model-free rigid reconstruction methods to generate models for further
non-rigid reconstruction.
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Therefore, in this thesis we advocate a two-step approach. Firstly, we propose
and evaluate a near frame-rate, high-density rigid reconstruction pipeline
in chapter 3. This system can be used intra-operatively to reconstruct the
body cavity in an initial exploration phase, during which no actual surgical
intervention takes place. It does not rely on any previously established model.
This system is designed as an online reconstruction system, meaning that
the 3D reconstruction is built and refined as the video is recorded. The
online reconstruction provides the surgeon with immediate feedback, which
is crucially important for surgical applications. Seeing the reconstruction
while moving the endoscope allows the surgeon to adjust the speed with
which he is moving as well as the distance to the organs, both of which can
have an influence on reconstruction accuracy as well as density. Also, if the
reconstruction fails, the surgeon will be able to restart the process immediately
and avoid the circumstances that led to the failure. This must be contrasted
to offline approaches in which the whole sequence is recorded first, and the
reconstruction is only done afterwards. There, the surgeon has to record the
complete video that is to be used for the reconstruction, and then wait to find
out if the reconstruction is indeed satisfactory or if anything has gone wrong.
This can quickly become a source of user frustration.
Model-free non-rigid 3D reconstruction is generally futile, in particular if
the non-rigid motion is large compared to the purely rigid component.
Unfortunately, this is to be expected in the laparoscopic setting. After the
initial exploration phase, the surgeons will focus on a particular spot, and
will typically avoid large camera motions while performing the surgical
procedure. The rigid reconstruction algorithm however allows us to create
a patient-specific model, which can be used in conjunction with templatebased reconstruction algorithms. Therefore, as explained in the previous
section, template-free approaches are expected to fail in this case. We thus use,
extend and evaluate two state-of-the-art template-based surface deformation
reconstruction algorithms. The evaluation is again performed on both generic
and laparoscopic data.
A primary difficulty for evaluation is the lack of ground truth shape data.
Other than taking data recorded from another sensor, there is no reasonable
possibility to obtain ground truth. Indeed, we tried to use stereo data and stereo
reconstructions for that purpose. However, they turned out to be inadequate,
as they were also highly unstable and prone to errors, in particular due to
specularities and a lack of texture. For these reasons, we quantitatively evaluate
our algorithms on synthetic data. Real data is used to create qualitative
evaluations. This unfortunately is a general problem in reconstruction for
laparoscopy. We will now describe the structure of the remainder of this thesis.
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Thesis Outline

The remainder of this thesis is organized as follows. First, we discuss related
work on 3D reconstruction for laparoscopic and general endoscopic images in
chapter 2. There is also a wide variety of related work on rigid and non-rigid
reconstruction in a general context that is relevant for our rigid and non-rigid
reconstruction algorithms. For better coherence, we will discuss this general
work separately in the corresponding chapters.
We then describe how rigid reconstruction techniques can be used in
laparoscopy during exploration in chapter 3. The rigid reconstruction pipeline
that we present there is aimed at providing relatively dense point clouds.
These 3D point clouds can then be used as templates for further non-rigid
reconstruction. The focus is thus different from traditional SLAM approaches,
in which precise localization based on a sparse map plays a bigger role.
We extend and evaluate two state-of-the-art non-rigid reconstruction algorithms in chapters 4 and 5. In chapter 4, we investigate and extend a recently
proposed template-based non-rigid surface tracking algorithm [SF09]. This
algorithm represents the surface as a triangle mesh, where the parameters
are the vertex coordinates. It penalizes non-rigid deformations of small, local,
overlapping patches using a PCA model. As we shall see, the PCA model
penalizes any deviation from the template, even if locally there is little or
no deformation. This is of concern because, as said above, image rotations
of the endoscope are to be expected, especially when using 30◦ endoscopes.
We propose a way to automatically register the template locally, so that these
deformations incur the appropriate cost. We evaluate both models on general
as well as laparoscopic data sets.
In chapter 5, we turn to an alternative approach that automatically subdivides
the surface into patches and then estimates quadratic deformations for each
patch [RFA11]. Different from the approach in chapter 4, this automatically
adjusts the degrees of freedom based on the observations. We find that
the performance of this algorithm depends on the initial estimate of the
template and show how this estimate can be refined simultaneously with
the deformation estimation. We also find that models different from those
proposed in [RFA11] better deal with inextensible surface deformations.
In chapter 6, we apply our methods on real laparoscopic data recorded during
surgery. The results are qualitatively compared.
Lastly, we discuss the results and draw final conclusions in chapter 7.
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Contributions

We consider the following the main contributions of our work:
• We have developed a near-framerate rigid reconstruction algorithm for
use in laparoscopy that allows surgeons to intra-operatively reconstruct
the surgical site during an exploration phase. Existing work either uses
external tracking devices to estimate camera motion, builds a much
sparser point cloud, or uses offline processing. In contrast, our online
reconstruction algorithm concentrates on the task of building very dense
reconstructions in near real-time, while providing live feedback to the
surgeon. We believe that a non-development implementation can achieve
frame-rate performance.
• We analyze a state-of-the-art surface deformation algorithm [SF09] to
be used for reconstruction of laparoscopic sequenes. In our analysis
we find that this algorithm is penalizing deviations from the template
that should not be penalized. We find that this can have a large impact
on the reconstruction in areas of low feature density. We also find that
the problem is due to a local misalignment of the template with the
actual shape. Therefore, we propose and evaluate an extension that
automatically determines the correct alignment, so that the deformation
cost becomes more meaningful.
• In the analysis of another non-rigid reconstruction algorithm by Russell et
al. [RFA11], we find that the template estimation proposed by the authors
yields imperfect templates and consequentially wrong reconstructions.
We extend this algorithm in several ways. Firstly, we implement a
simultaneous template refinement, which allows to recover the shape
even if the initial template is imperfect. Secondly, we propose a new
deformation model that assumes that better models approximately
inextensible deformations, while still allowing extension. Thirdly, we
extend the algorithm to use perspective projection instead of orthographic
projection, which turns out to require non-trivial adjustments.

Chapter 2

Related Work
Due to the aforementioned potential of 3D reconstruction in laparoscopy, there
has been much interest in this topic. We are thus hardly the first to address
the problem. In this chapter, we will discuss existing related work, both on 3D
reconstruction for endoscopic surgery as well as general rigid and non-rigid
reconstruction. The latter serves as background for our rigid and non-rigid
reconstruction algorithms.

2.1

3D Reconstruction in Endoscopy

We will start by discussing work on 3D reconstruction in the context
of endoscopic surgery. The overview is grouped by the reconstruction
techniques that are used. This happens to roughly coincide with the temporal
development.

2.1.1

Offline Monocular SFM

Very early work on endoscopic 3D reconstruction was done by Koichiri Deguchi
et al. [DSAY94]. In their work, they use orthographic, scaled orthographic,
and paraperspective factorization algorithms to compute 3D reconstructions
of endoscopic images of the interior of a stomach, where the orthographic
model to their own surprise seemed to perform best on synthetic data. Given
how early this work was done, it is little surprising that their real-world
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reconstructions are extremely crude, being computed on 9 feature points
tracked over 10 frames.
Thorsten Thormählen et al. [TBM02b, TBM02a] outline how feature tracking
combined with structure from motion approaches can be used to create 3D
reconstructions in endoscopy. They show qualitative results computed from
two frames of a colonoscopy sequence. Close inspection of the feature tracks
they show in their publications reveals that they seem to predominantly have
tracked specular highlights. They describe the use of a Harris corner detector
coupled with normalized cross-correlation matching, but do not address the
issue of finding false feature correspondences due to highlights. This may have
had considerable negative influence on their results.

2.1.2

Online Monocular SFM

More recently, Christian Wengert et al. have proposed a system for monocular
rigid reconstruction with laparoscopy images [WCDS06, WBH+ 07, Wen08].
Their approach performs simultaneous localization and mapping (SLAM)
and thus estimates camera pose estimates and updates a 3D map frame by
frame. They extract SURF features [BTG06] and match them between images
with a spatial prior. Being another instance of structure from motion, their
system is similar to our rigid reconstruction pipeline. However, they rely on an
external optical tracking device that tracks the camera motion. This simplifies
and drastically speeds up feature matching, but requires careful hand-eye
calibration of the setup and hardware synchronization between the external
tracker and the imaging system [Wen08]. Their system runs at close to real
time with frame-rates around 5 frames per second (fps) with approximately
300 features per image. However, their reconstructions tend to be relatively
sparse. Their uterus reconstruction, for example, only consists of 88 points
[Wen08].
Grasa et al. [GCM11] have proposed a SLAM algorithm for laparoscopy
using Extended Kalman Filters (EKF). In contrast to the above mentioned
work, their SLAM approach is able to recover from partial or complete loss
of tracks without relying on external camera pose measurements. They use
the EKF predictions to exhaustively search for feature correspondences using
cross-correlation. The search window is an ellipse defined by the feature
projection uncertainty. With a total of about 100 points they achieve frame-rate
performance. While this allows them to accurately track the camera position,
the sparse points yield only coarse reconstructions.
The rigid reconstruction algorithm that we describe in chapter 3 also fits into
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this category. The existing online reconstruction systems however seem to
focus on good (re-)localization performance, usually reconstructing only a few
hundred points. In contrast to that, our system mainly aims at constructing
dense reconstructions over a comparatively short period of time. For example,
we used our system to create a high-detail reconstruction of the pelvic cavity
around the uterus that consists of a total of over 25,000 points reconstructed
from over 400 frames. As the exploration phase during which we expect only
(approximately) rigid transformations will be short anyway, stable tracking
over long sequences seems to be less important. Notice that our system
nevertheless is able to reconstruct sequences of several hundred frames long
while showing only moderate drift that can easily be fixed in a post-processing
step.

2.1.3

Stereo Reconstruction

As said above, stereo endoscopes are available and thus have been used for
stereo reconstruction systems. Stoyanov et al. [SDY04, SMD+ 05] use stereo
endoscopes and a combination of MSER and a stereo-adapted KLT tracker for
their reconstructions. The latter parametrizes feature motion by the change
in position in one image and the change in disparity. Peter Mountney et
al. [MSDY06, Mou10] have proposed a similar stereo SLAM algorithm for
laparoscopic surgery based on EKF. Therefore, their approach is also similar
to the monocular approach in [GCM11]. A factorization approach on sparse
stereo feature tracks was used by Hu et al. [HPE+ 07, HPF+ 12]. Their approach
uses offline reconstruction and uses the stereo information for more robust
feature tracking.
Stereo reconstructions have also been used to create panoramic views of the
surgical site, similar to panorama stitching. The need for 3D information in this
application arises from the non-planarity of the observed object. Warren et al.
[WMNY11] use the SLAM method from [MSDY06] to create a sparse 3D model
for stitching. Totz et al. [TMSY11] instead use dense stereo reconstructions
registered to the same sparse model.
The stereo approach still suffers from many of the same general problems with
endoscopic images that we described above. However, stereo algorithms are
very promising, as the two-view setup guarantees rigidity between the two
views and allows for 3D reconstruction without a pose estimation step. Pose
estimation over time can then be based on the images and the correspondence
information between the stereo views, for example using scene flow [VBR+ 99,
WRV+ 08]. Our focus in this thesis is however on monocular reconstruction,
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which offers the advantage of being readily applicable to all monocular (and
stereoscopic) video-laparoscopes in use.

2.1.4

Shape from Shading

Another group of work is based on exploiting shading information in the
images. Shading-based approaches promise single-image reconstructions, but
require knowledge about the reflection properties of the surfaces, such as
Lambertianness and surface color variation. Early work on shape from shading
for endoscopic images was published by Yeung et al. [YTY99]. To deal with nonLambertianness, they manually calibrate the reflectance properties of different
tissues. They compute multiple local maps, starting at intensity maxima, which
are then stitched together. Besides careful calibration for the reflectance map,
their algorithm also is susceptible to albedo changes, i.e. texture, yielding
erroneous results.
Chenyu Wu et al.[CNJ09, Che10] have used shading information to reconstruct
vertebrae from endoscopic images. Bone structures seem to be particularly
suitable for shading-based reconstruction algorithms, as they are virtually
textureless and follow the Lambertian reflectance model rather well. However,
they still noticed a lack of detail in their reconstructions, which they fix by
fitting a statistical model of vertebrae to the reconstructions. These in a sense
fill in the missing information.
Benny Lo et al. used a Shape-from-Shading approach in the context of
laparoscopic video sequences [Lo07, LCD+ 08]. Due to the shinier surfaces that
clearly violate the Lambertian reflectance assumption and due to the albedo
variation, their results compare less favorably to those of Wu et al.. To resolve
outliers created by the specular highlights, the authors remove them from
the 3D reconstruction and finally fit a spline surface to the remaining points.
However, some of the results that they show suggest that larger specularities
are not properly handled by this cleanup step and that surface texture also has
a negative impact on reconstruction quality.
In summary, shading approaches promise single-image 3D reconstructions,
but face problems with over-saturations at specular highlights. Reflection
properties have to be known or well approximated and variations thereof
across the surface need to be taken into account. For these reasons, current
Shape-from-Shading algorithms seem to perform best on uniformly untextured
structures like the colon or kidneys. While single-image reconstructions
can directly be applied to non-rigidly deforming surfaces, there is no
correspondence information between the individual reconstructions. As the
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approaches work best on texture-less structures, optical flow cannot be used to
track the 3D points over time. Instead, a purely geometric 3D-to-3D registration
would have to be performed.

2.1.5

Structured Light

A different approach is to use Structured Light approaches for 3D reconstruction. A very early proof-of-concept prototype using a conventional structured
light system with line scans was proposed by Fuchs et al. [FLR+ 98]. No in-vivo
experiments could be performed with this very preliminary system.
A refinement of their system was presented by Ackerman et al. in [AKF02].
While the system was made somewhat more practical, it still requires two
separate endoscopes to project and capture the light pattern. In contrast to
[FLR+ 98], the light pattern is now a binary encoding, so that depth can be
read out at a much quicker rate. One problem that they were facing was the
comparatively low intensity of the pattern projector and the low contrast of the
pattern that results from it.
A recent approach by Maurice et al. [MADdM12] instead uses a spatial
encoding pattern, so that a single image suffices for reconstruction. They
use a 50 × 50 grid in which the spatial position is encoded by symbols in a
3 × 3 neighborhood.
Structured light approaches that use time-varying patterns are also susceptible
to deformations, both rigid and non-rigid. An additional difficulty in structured
light approaches is that the surgeon’s view is also affected by the projection of
the light pattern. This can be avoided by using high-speed cameras and only
showing the pattern for a very short time, or by using light outside the visible
spectrum. Both of these solutions complicate the design of such an endoscopic
system.

2.1.6

Photometric Stereo

With the help of a specially modified endoscope, Collins and Bartoli [CB12a]
use a photometric stereo approach for 3D reconstruction. Adding three
differently colored light sources at the tip of the endoscope, they can recover
normal and depth information for every pixel. As the pixel-wise problem still
yields multiple discrete solutions, they disambiguate the solution using an
MRF formulation and finally refine it using a local optimization step.
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Time-of-Flight Cameras

Another hardware-based solution was proposd by Penne et al. [PSE+ 10]. They
demonstrate a dual-laparoscope prototype combining a Time-of-Flight sensor
and a regular color camera. After calibration, the ToF sensor allows them
to obtain instantaneous 3D information which can then be fused with the
color information and stitched assuming rigid motion. In recent follow-up
work, Groch et al. [GHW+ 12] merge these ToF reconstructions with Structurefrom-Motion point clouds. For the SfM reconstruction they use an external
optical tracker. The merging step is done using a voxel occupancy grid and a
final voxel selection based on an MRF. They show that the reconstruction gets
gradually better when adding more points from the SfM approach. With 40
such points, the reconstruction error is halved compared to the raw ToF data.
This indicates that the errors that one can expect from current ToF sensors are
considerably higher than those obtained with SfM, a conclusion that is also
drawn by the authors. They suggest that better exploiting the measurement
uncertainties in the fusion step may further decrease the error.

2.1.8

Non-rigid Reconstruction

Very recently, a number of publications from the Advanced Laparoscopy
and Computer Vision (ALCoV) group in France have addressed the 3D
reconstruction problem for non-rigidly deforming surfaces in endoscopy.
Malti et al. [MBC11] propose a template-based reconstruction approach
for laparoscopy where they fit a conformal mapping to a sparse set of
feature correspondences. They penalize deformations based on shearing and
anisotropic scaling of triangles as well as curvature information obtained by
applying the discrete Laplace-Beltrami operator. Of all the work presented here,
this work is closest to our non-rigid reconstruction approach. Additionally,
their non-linear least-squares formulation requires a good initial guess, which
they obtain by rigidly fitting the template to the observations. This is likely to
be sensitive to larger deformations. Collins and Bartoli [CB12b] investigated
the performance of a pure shape-from-shading system implemented on a GPU.
They achieve very good performance at almost frame rate speed, in particular
on uniformly colored objects such as kidneys. To a great degree, their success
seems to be due to a better model of the light source. Instead of assuming a
point light source at the camera position, they experimentally determine the
light intensity across the whole viewing frustum (within working distance)
and then fit a thin-plate spline volume to it. They also mask out and inpaint
specular highlights and remove some of the texture artifacts by a low-pass filter
prior to computing the shape. Nevertheless, they conclude that Shape-from-
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Shading alone still suffers from the assumption of fixed albedo as well as a
concave-convex ambiguity. At the same time, Malti et al. [MBC12] use shading
information to refine their template-based reconstruction [MBC11]. Combining
the strengths of both approaches, they are able to produce visually convincing
reconstructions of deformations on a uterus and the abdominal wall.

2.2

General Rigid Structure from Motion

We will now give an overview of existing rigid 3D reconstruction and SLAM
systems. Rigid Structure from Motion by now is a well-studied problem, and
the literature is rich on a number of different sub-problems such as large-scale
reconstruction from unordered image collections [PVGV+ 04, AFS+ 11], fusion
with other sensor data [CNT01, SS04, AK06], especially in more localizationcentric SLAM approaches. Due to the extremely large variety of existing work,
the work presented here can only be a relatively small selection. We will give
detail particularly on work that is closely related to ours or relevant for the
non-rigid reconstruction part.
A relatively early rigid reconstruction method is due to Tomasi and Kanade
[TK92]. They made the key observation that the matrix of image observations
is rank-deficient, and can be decomposed into structure and motion. This
algorithm is of particular interest as its discovery mirrors the development in
non-rigid structure from motion, as we shall see later. We will therefore explain
it in more detail.
The Tomasi and Kanade algorithm factors a registered observation matrix Ŵ
into a motion part M that consists of rotation matrices and a structure part S
that contains the 3D configuration, so that


Πortho ◦ R1



..
Ŵ = 
(2.1)
 x1 . . . x n .
.
|
{z
}
Πortho ◦ Rm
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|
{z
}
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Here, the registered observation matrix is
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where (uij , vij ) are the image observations of point j in image frame i, shifted
so that ∑nj=1 (uij , vij ) = (0, 0) for all 1 ≤ i ≤ m. From the factorization (2.1)
it is apparent that the observation matrix has rank at most 3, assuming that
the image observations are ideal, i.e. noise-free. Hence, a thin singular value
decomposition will reveal the decomposition


Ŵ = ( MQ) Q−1 S
(2.3)
| {z } | {z }
0
M

S0

for some invertible 3 × 3 matrix Q, which can be found so that M 0 Q−1 consists
of pairs of orthonormal rows. More precisely, denoting the pair of rows of M
corresponding to frame i as Mi , the constraints become ([TK92])
Mi QQ T Mi = I2×2 .
| {z }

(2.4)

Q0

Because of symmetry, these are 3 independent linear equations in the 3
independent entries of Q0 . Using singular value decomposition, it is then
easy to recover Q from Q0 .
This factorization approach was later refined, for example to deal with
perspective projection [Tri96], line correspondences [QK96], or missing data
[Jac97, MP02].
As our goal is to have an online rigid reconstruction system, where the 3D
reconstruction is constantly updated as new images are captured, the above
offline factorization methods are not very promising. Instead, we turn our
attention to more recent online systems.
Nistér et al. coined the term visual odometry [NNB04, NNB06] to describe
estimation of the motion of a robot purely by image inputs. In their work, they
use either a monocular or stereo camera and feature matching of Harris corners
[HS88] based on normalized cross-correlation to estimate the camera trajectory.
Starting from a two-view reconstruction obtained from their 5-point algorithm
[Nis04], they iteratively estimate camera poses from the 3D reconstruction,
then update their reconstruction using two-view triangulation. Astonishingly,
they achieve real-time performance by combining their preemptive RANSAC
method [Nis03] with highly optimized code [NNB04]. Previous work [Dav03]
had achieved real-time performance, but was based on Kalman filtering and
therefore limited to relatively small maps of up to 100 features. Nistér’s work
in contrast could deal with several thousand points. Their work has clearly
inspired us to attempt online 3D reconstructions for the laparoscopic setting.
Similarly, we were influenced by later work by Mouragnon et al. [MDS+ 06,
MLD+ 06]. They combine a similar reconstruction algorithm with local bundle
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adjustment, where bundle adjustment is performed on a small number of recent
frames only. However, bundle adjustment is a bottle-neck in their approach,
and is thus only applied to key-frames. They report processing times for these
key frames of up to half a second, and about 40ms for non-key frames. These
good results made local bundle adjustment seem an attractive option.

2.3

General Nonrigid Structure from Motion

Here, we give an overview of existing work on non-rigid 3D reconstruction.
This existing work lies at the basis of our non-rigid reconstruction methods in
chapters 4 and 5.
With non-rigid reconstruction, the 3D shape that is observed changes over time.
While in the rigid setting structure from motion is equivalent to multi-view
reconstruction with unknown camera positions, this no longer holds in the
non-rigid setting. The images from a single monocular camera can no longer be
interpreted as images of the same 3D configuration from different view-points.
Prior assumptions thus have to be made.
An early approach for general nonrigid reconstruction due to Bregler et
al.[BHB00] extends the Tomasi-Kanade factorization for rigid reconstruction.
While to this point, physics based models like in [HP91] had been used to
model non-rigid motion, the comparatively simple key assumption in [BHB00]
is that non-rigidly deforming shapes can be modeled appropriately as a linear
combination of a small number of basis shapes. Note that this is particularly
true for articulated objects, as they are composed of rigidly moving parts whose
orbits each lie in 12-dimensional subspaces. They model the shape at time τ as
K

Sτ =

∑ αk

(τ )

Sk

(2.5)

k =1

where the Sk are a set of fixed 3D shapes. Therefore, Sτ can be any shape in
the linear subspace spanned by the Sk . Evidently, this subspace can only be
identified when observations are made over F frames where 2F is (considerably)
greater than K.
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By incorporating the coefficients into the motion matrix M the factorization
becomes

 
(1)
(1)
S1
α1 Πortho ◦ R1 . . . αK Πortho ◦ R1

 . 
..
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 . .
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Therefore, the observation matrix has rank at most 3K and one can use
singular value decomposition to recover it, up to multiplication with a 3K × 3K
invertible matrix Q. Once the linear subspace is determined, the difficulty
remaining in the reconstruction is finding Q.
Paladini et al. use alternating optimization in [PDBS+ 09]. At each iteration
i + 1, they first project the current estimate M(i) of the motion part onto the
manifold M of feasible matrices M as given in (2.6). Then they fix this projected
motion matrix and estimate an optimal shape matrix S(i+1) . Finally, they use
this shape matrix to linearly find a new estimate M(i+1) for the motion part,
which will be projected back onto M in the next step. This process is then
repeated until convergence.
Hartley and Vidal [HV08] have adapted the non-rigid factorization method
to perspective projection, using multi-view tensors to find the correct
factorization.
Akhter et al. [ASKK08] later propose a dual view on the (orthographic)
factorization problem, where they swap the roles of shapes and trajectories.
Their idea is that, as the registered observation matrix Ŵ has rank 3K, its rows
span a 3K-dimensional linear subspace. As a row corresponds to the trajectory
of an u or v coordinate, this means that those trajectories can be modelled as
linear combinations of 3K basis trajectories. In [ASKK08], the discrete cosine
transform (DCT) basis functions are used as an intuitive fixed choice for the
trajectory basis, that simultaneously enforces smoothness constraints. Akhter
et al. therefore model the individual point trajectories as linear combinations
of the DCT basis trajectories.
This approach was later refined by Gotardo and Martinez [GM11a], who
decouple the low-rank constraint from the number of basis elements. Their
observation is that the complexity of the motion is typically much lower than
the smoothness. In [ASKK08], the complexity of the motion was directly
coupled to the smoothness. Less smooth trajectories could only be modelled by
using more DCT basis vectors, thereby considerably expanding the subspace
of possible trajectories. As an example, consider the case where all points
follow the same zig-zag trajectory. While all trajectories lie in the 1-dimensional
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space spanned by that trajectory, [ASKK08] needs to model a much higherdimensional subspace to allow for the high frequencies in the trajectories,
greatly increasing the risk for overfitting noise in the observations and also
increasing the degrees of freedom. Gotardo and Martinez solve this by using
a trajectory basis where the individual basis vectors themselves are linear
combinations of DCT basis vectors. These basis vectors are automatically
determined within their algorithm.
In [ASKK08, GM11a] all of the trajectories are modelled independently. There
is no coupling between the trajectories. However, in real data, trajectories are
usually highly correlated and lie on a lower-dimensional manifold. In [GM11b],
Gotardo and Martinez address this issue and introduce a non-linear mapping
from a lower dimensional trajectory parametrization space into the trajectory
space.
All these approaches assume that the deformations of the shape can sufficiently
be approximated by a relatively low number of basis shapes. While this is true
for many cases such as facial expressions or articulated motions, the constraint
is too strict when looking at highly deformable objects such as cloth. So-called
local methods, which apply the model assumptions only to smaller parts of the
surface called patches, are more appropriate in these circumstances.
Taylor et al. [TJK10] use the assumption of local rigidity to devise a reconstruction algorithm on the extreme end opposite to that of the factorization
approaches. They assume that neighboring points are close enough to warrant
a rigid model. After forming a set of candidate triangles from Delaunay
triangulations of the image observations, they try to reconstruct each of these
triangles rigidly. If the rigid reconstruction results in a tolerably low residual
error and if the triangle is sufficiently regular, it is accepted as part of the total
reconstruction. The triangles in the resulting so-called “triangle soup” are then
aligned to each other by resolving the translation and flip ambiguities in a
greedy way. This algorithm works without any prior knowledge whenever
the observed points are sufficiently close to satisfy the assumption of local
rigidity. However, as the triangles are minimal, the approach can produce
relatively noisy reconstructions. Furthermore, contrary to what is reported
in [RFA11], we found that it is rather fast, as the triangle reconstructions
amount to relatively small bundle adjustment problems that can be solved very
efficiently.
In many approaches, it is assumed that one possible 3D configuration is known
beforehand and that it is in some sense easy to establish 2D-3D correspondences
between images and the 3D data. These so-called template-based approaches
model the feasible 3D configurations based on this template. For example, the
manifold could be that of all 3D configurations in which geodesic distances
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are identical to those on the template shape. Again, a simple relaxation is to
make these constraints soft-constraints and only penalize the deviation of the
geodesic distances from their target values. In the literature, the templates
are also referred to as reference shapes[BHB+ 10] or rest shapes[FADB10]. The
term rest shape is used in [FADB10] because there it is a minimal energy
configuration with respect to the modelled deformations.
Salzmann and Fua [SF09, SF10] suggested the use of linear deformation models.
They model the deformable surface as a triangle mesh given by its vertices.
Their deformation model is applied locally, so only to smaller patches that
typically consist of 5 × 5 vertices. To obtain a deformation model for these
patches, Salzmann and Fua create synthetic deformations that retain the vertexto-vertex distances. This is done using a hinge-angle parametrization, where
they parameterize the angle between neighboring triangles. By randomly
sampling the parameters, samples of randomly deformed patches can be
generated. A model is then obtained from principal component analysis of
these samples. Deformation modes that have large associated variance are
more likely to occur than those with small variance. As principal component
analysis yields an orthogonal basis U of the modes together with the respective
weights Ω, Salzmann and Fua use an error term that penalizes deviations of
X = ( x1 , . . . , x N ) from the template X̄ = ( x̄1 , . . . , x̄ N ) by
N

∑

1

Ω 2 U T ( xi − x̄i ) .

(2.7)

i =1

We will give more detail of their model in chapter 4, where we show that
their approach is flawed when the template is not aligned with the image
observations.
Sanchez-Riera et al. [SRÖFMN10] use shape and pose priors, where
they address the problem of estimating deformation and correspondence
simultaneously. Their approach is inspired by [MNLF08], which deals with
the same problem in a rigid setting. They also model the shape as a linear
combination of PCA modes, but use a different penalty that is based on a
Gaussian mixture model of PCA weights. Their approach requires both pose
and shape priors, which they obtain by randomly sampling deformed surfaces
and poses and then fitting Gaussian mixture models to these samples. While
this partially resolves alignment issues between the template and the observed
shape, it only does so on a global scale.
Östlund et al. [ÖVNF12] propose a different solution which involves relaxing
the linear PCA model employed by Salzmann and Fua. Instead of using
a PCA model, they penalize deformations based on preservation of affine
combinations of neighboring mesh vertices. By dropping the edge-length
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constraints, they form a linear least-squares problem which can be solved
very efficiently. The edge-length constraints are then enforced in an additional
refinement step. Additionally, they demonstrate how the selection of a few
control points can reduce the dimensionality of the problem so that both the
linear and non-linear step require less time to solve. As their approach is closely
related to ours, we will explain the differences in greater detail in chapter 4.
Perriollat et al. [PHB08] use a planar template in conjunction with the
assumption of inextensibility. Under this assumption, they compute the
maximal depth of each image observation with a simple iterative method. They
then fit a more sophisticated thin-plate spline model to this initial estimate and
add temporal and spatial smoothness constraints.
Brunet et al. [BHB+ 10] model the surface using B-splines over the template,
which they fit to the image observations. They encourage inextensible solutions
by penalizing the Jacobian’s deviation from the identity matrix at a number
of grid points. They also impose spatial smoothing constraints, which can be
efficiently computed with their B-spline representation. The spline surfaces
used in those works may however over-smooth any sharp edges or corners on
the surface. Furthermore, while splines can fit smooth surfaces very well, the
fit affects the surface parametrization, so that a good fit may put features at the
wrong location and thus lead to greater projection errors than a worse fit.
Fayad et al. have introduced a quadratic deformation model in [FDBAA09],
which they used as an explicit local model in [FADB10]. An automatic model
selection allowing quadratic and rigid models to compete was added by
Russell et al.in [RFA11]. While they call their model selection step a multi-label
labelling problem, a closer look reveals that the multi-label problem they use
is in fact in one-to-one correspondence with a single-label problem, solved by
α-expansion. The labelling problem is very interesting in that it automatically
adjusts the number of surface patches depending on the variation in the data.
In contrast, with the mesh-based representation of [SF09] and related work, the
mesh topology and resolution has to be fixed in advance. Because each patch
is modelled with a quadratic deformation, the patches can be much larger
than the (planar) triangles or quadrilaterals in the mesh-based approaches.
The authors have also successfully applied their model-fitting approach to
segmenting articulated motion [FRA11].
Finally, machine learning approaches such as the Gaussian process model
by Salzmann and Urtasun [SU10] or the latent variable model by Varol et al.
[VSFU12] have been proposed. These approaches are particularly promising
when training data is available.

Chapter 3

Rigid Reconstruction in
Laparoscopy
In this chapter, we develop and evaluate our rigid reconstruction pipeline
for monocular laparoscopic video sequences. As we have explained in the
introduction, the typical scene that is observed in laparoscopy clearly is not
rigid, but can deform rather drastically, and even undergo topological changes
during surgery.
However, during an exploration phase, non-rigid motion of the organs inside
the abdominopelvic cavity is mostly due to pulmonary and cardiac motion.
Both of these produce very little motion in most of the cavity. Therefore,
rigid 3D reconstruction can be used to create a 3D model of the organ under
inspection, or even of a larger part of the abdominopelvic cavity. These
reconstructions are useful on their own, and can for example be used to aid
navigation during the exploration phase, or to store a 3D model for later
use or as teaching material. Furthermore, and possibly more importantly in
the context of this thesis, the reconstructions can serve as prior knowledge
when reconstructing non-rigid deformations of the organs due to surgical
intervention. As explained before, these templates are crucial to regularize the
non-rigid reconstruction problem.
One natural requirement for our system that assures usability in the operating
theater is that it gives live feedback to the surgeon. As no automatic structure
from motion system can be expected to be perfectly fail-safe, the surgeon and
the assistant need to be able to detect when the reconstruction failed, so that
they can start over. Furthermore, a live feedback system also lets the surgeons
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decide when the reconstruction quality is of sufficient quality and the recording
and reconstruction can be stopped.

3.1

Our Structure from Motion Pipeline

For our SfM system, we had three design goals:
1. Reconstruction of a suitably dense point-cloud.
2. Reliable operation with laparoscopic videos.
3. Close to real-time performance to provide immediate feedback to the
surgeon.
In this section, we will describe how the SfM system is built and where these
design criteria affected our decisions. Our SfM system will capture images
from a video source such as a Firewire camera, an analog video grabber, or
an on-disk image sequence. It then preprocesses the images and feeds the
preprocessed images to a feature detection and tracking routine. The feature
tracks are then used to create 3D estimates of the observed points. Once the
reconstruction step is complete, a global refinement step can be performed.
The result is a point cloud from which a surface can then be estimated by e.g.
Poisson surface reconstruction [KBH06].
To maximize performance, we offload the highly parallelizable steps in this
reconstruction algorithm to a graphics processing unit (GPU). Although lately
CUDA and OpenCL have become increasingly popular, the GPU parts of
the algorithm are implemented in NVidia’s Cg shader language. Besides
availability of existing implementations in Cg, one of the reasons was that
Cg enforces proper exploitation of parallelism while the programmer has to
take special care with more general tools like CUDA. By using both the GPU
and the CPU and exploiting data dependencies, we can efficiently pipeline the
reconstruction algorithm so that the throughput is almost doubled. Figure 3.1
shows a rough outline of our pipeline.

3.1.1

Image Preprocessing

After capturing an input image from the video source (Firewire, framegrabber,
or image sequence), we upload it to the graphics card and perform further
preprocessing there. Firstly, if the video images are captured in a Bayer array,
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Upload Image

Upload Image

Unbayer

KLT tracker

Undistort

Add New View

Download Image

Add New Features

Reﬁne Pose

Triangulate Features

Local Bundle Adjustment

Figure 3.1: Overview of the reconstruction pipeline. There are three pipeline
stages. Preprocessing and tracking run on the GPU.
we perform unbayering. To this end, we have converted the implementation of
McGuire [McG08] to Cg.
As typical endoscopic images show a fairly large amount of image distortion,
we also perform an undistortion step on the GPU. Our distortion model consists
of all three of radial distortion, tangential distortion and thin prism distortion.
Let xd = ( xd , yd ) T be a point in the distorted input image and xu = ( xu , yu ) T
be the corresponding point in the undistorted image, then the relation between
these is commonly modeled as
xd = xu + δradial ( xu ) + δtangential ( xu ) + δprism ( xu )
δradial ( xu ) = (k1 k xu k2 + k2 k xu k4 + k3 k xu k6 ) xu

δtangential ( xu ) =

2t1 xu yu + t2 (3xu2 + y2u )
t1 ( xu2 + 3y2u ) + 2t2 xu yu

δprism ( xu ) = pk xu k2

(3.1)
(3.2)


(3.3)
(3.4)

Here, k i , ti and p are the distortion parameters which have to be estimated
in advance. Storing the mapping from the undistorted image to the distorted
image in a texture, the undistortion shader simply becomes a double texture
lookup, for every pixel first reading the source position from the mapping
texture, then looking up the color value at that position in the source image.
It is important to note that we thus undistort the whole image, instead of
modelling the radial distortion inside the camera projection function Π. The
preprocessing step has negligible cost and at the same time makes the following
processing easier and more robust.
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Feature Selection and Tracking

An important step in SfM is the creation of image correspondences, i.e. points in
two or more images that are projections of the same 3D world point. Essentially,
there are two competing approaches here. The first, tracking, is to identify a
number of points in an image and then follow their movement across the
sequence. This requires that the local neighborhood around the points is
informative enough to allow inferring their motion, i.e. there must be no
allowable motion under which the appearance of the patch is locally invariant.
Once a feature track is lost, i.e. the feature position has become too uncertain,
it is typically hard to re-establish the position in new images. The tracking
approach therefore leads to a set of contiguous feature tracks.
The second, detection and matching, finds interest points in every image and
then explicitly tries to match them to find corresponding points. To this
end, local image descriptions are computed around the interest points. The
key requirement on interest point detectors therefore is high repeatability,
i.e. an interest point that is visible in a set of images should be detected
in as many of them as possible, as otherwise it will be impossible to match
them. The descriptor matching process should be precise, i.e. the number
of false correspondences it establishes should be low. Notable examples of
interest point detectors include the Difference-of-Gaussians (DoG) detector
[MH80, Low04], the Determinant-of-Hessian (DoH) detector [BTG06], and the
FAST corner detector [RD05, RD06]. Feature descriptors that can be extracted
at these keypoints include SIFT [Low04], SURF [BTG06], MSER [MCUP04],
and BRIEF [CLSF10].
Interest point detection, description and matching are particularly interesting
when dealing with unordered image collections, as the lack of continuity
between the images renders any tracking approach unusable. The benefit
of feature tracking over these feature matching approaches is their much
better performance for small baseline motions in terms of average precision
[KZ07], and their natural ability to localize the feature at sub-pixel accuracy.
Furthermore, for a sparse set of features the computational complexity for a
tracking algorithm is typically much lower. On the other hand, redetection is
an intrinsic property of feature matching approaches, at least when matching
features to a database of known features instead of only the previous image.
However, feature matching to a database can quickly become prohibitive when
the database grows. A natural extension that has frequently been used is to
use a strong pose prior to quickly prune features that are unlikely to be seen
in the current view, and to only match against the whole database if this does
not yield enough matches. Given these observations, the fact that our input
is a video sequence rather than widely spaced images, and our requirement
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to establish correspondences at or faster than frame-rate, we chose feature
tracking for our application.
More precisely, we are using the Kanade-Lucas-Tomasi (KLT) tracker that is
identifying good features to track [ST94] and then tracking their translational
motion from frame to frame [LK81, BM04]. More concretely, we are using
a pyramidal implementation of this tracker developed by Christopher Zach
[ZGF08]. This tracker is a pyramidal implementation, i.e. it is first tracking
square areas around features on a coarser, smoother version of the images,
and is then using these coarse motion estimates on a finer level to refine them.
Furthermore, all the tracking steps are implemented on the GPU to allow
for frame-rate tracking of a large number (several thousand) of points. On
any level, the patch motion is assumed to be purely translational, but affine1
photometric changes are allowed. Therefore, for a region Ω ⊂ R2 around a
point x ∈ R2 , the registration between the two images I and J is assumed to be
a translation t ∈ R2 together with α, β ∈ R such that
I ( x) ≈ αJ ( x + t ) + β

for all x ∈ Ω.

(3.5)

The implementation from [ZGF08] symmetrizes this expression and seeks to
find the minimizer (t, α, β) of
min .

2
1
1
I ( x − t ) − αJ ( x + t ) − β
2
2

∑

x∈Ω

(3.6)

Linearization of I and J turn this into a linear least-squares problem, and the
optimal parameters are therefore found by iteratively forming and solving these
linearized problems, updating the parameters by inverse composition as is also
described in [BM04]. The features to track are chosen so that any translational
motion can be tracked reliably, which means that there is no direction in which
the linearization of I (and as a consequence of J) is approximately constant,
which in turn means that the smaller eigenvalue of the structure tensor
∂
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(3.7)

arising from the linearization of (3.6) is relatively large [ST94]. Such features
are detected at fixed time intervals and merged with the features that are still
tracked, up to a fixed maximum number of features.
1 For these affine changes, all color channels are usually treated identically, i.e. there is only one
scaling and one translation variable.
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Feature Drift Protection

A typical problem with tracking KLT features is their susceptibility to feature
drift. As the tracking is based solely on neighboring video frames, small motion
estimation errors can propagate unnoticedly and lead to spurious feature tracks.
However, this problem can elegantly be circumvented by not only estimating
the frame to frame motion, but also estimating the motion from the very first
frame in which the feature was seen to the current frame. An effective algorithm
to do so was proposed by Zinßer et al. [ZGN04].
While the motion of a feature patch can be approximated as being purely
translational when tracking from one frame to another, this approximation
clearly does not hold when looking at patches from frames that lie further apart.
In this case, the patches can be rotated with respect to each other, or they could
be perspectively distorted. If the surface that the patch covers is not sufficiently
planar anyway, then even stronger deformations can be expected. Let I be the
image in which the feature was detected and J be the current image.
The affine motion model together with the affine lighting model [LK81] assume
that the motion of a patch Ω ⊂ R2 between image I and image J can be
modeled by A ∈ R2×2 , t ∈ R2 , and α, β ∈ R such that
I ( x) ≈ αJ ( Ax + t ) + β

for all x ∈ Ω.

(3.8)

While this affine model was already suggested in Lucas and Kanade’s original
publication [LK81], Shi and Tomasi [ST94] showed that it is often too errorprone in frame-to-frame tracking but lends itself perfectly for drift checking of
pre-registered patches.
Zinßer et al. [ZGN04] then proposed to not only use this affine fit as a
drift detection method, but to use it to actively avoid drift. After the affine
registration, the feature position is updated to the result of the affine check,
and the updated affine parameters are stored as an initialization for the affine
estimation in the following frame. Nevertheless, they still use the fit to discard
features. If the residual error after the affine registration is higher than a given
threshold, the feature is deemed to have drifted too far despite all protection,
the feature track is terminated and the feature is removed from subsequent
tracking. This frequently happens when the feature is occluded, when the
change in viewing direction is too large to be adequately captured by an
affine model or when the feature was a boundary feature to start with and its
appearance has changed due to parallax. In the results section we will see that
this step is crucial, in particular in the presence of rotations.
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Highlight Removal

Another issue that arises from feature tracking in laparoscopic video sequences
is the ubiquity of specular highlights. Narrow specular highlights feature
strong gradients, so have high eigenvalues of the structure tensor (3.7) and are
prime candidates for features to track. However, as the texture is completely
occluded in these specular highlights, we found that masking areas around
them is an appropriate measure. To this end, we detect specular highlights by
thresholding the distance of a pixel from pure white in RGB color space. While
this is an extremely simple approach, we found that it reliably masks most of
the highlights and considerably improves reconstruction and tracking quality.

3.1.5

Initial and Subsequent 3D Estimation

The reconstruction process starts with an initialization phase. During this
phase, we try to create an initial two-view reconstruction from the earliest
and latest view seen. This is done by estimating the relative camera motion
between these two views using Nistér’s 5-point algorithm [Nis04]. Once the
camera pair is known, 3D points corresponding to features in the images are
then computed using triangulation. At this point, we know the camera pose
of the first and the latest view, and have 3D positions of the observed points.
We then estimate the remaining in-between camera poses based on these 3D
positions.
For triangulation, we have considered a number of alternatives. Two points
z1 , z2 ∈ R2 are said to be in perfect correspondence when their back-projections
intersect. In this case, this intersection is the 3D point x ∈ R3 that is sought
and can be determined as the solution to the least-squares problem

min.
x

Πortho − z1 0
Πortho − z2 0

0
0

   
1 P1
x
1 P2
1

2

.

(3.9)


In the initialization
 phase, the camera matrix P1 is assumed to be K 0
and P2 = K R t where R, t is the relative pose obtained from the 5-point
algorithm. However, as the back-projections usually do not exactly intersect,
the 3D point has to be found as the solution to some optimization problem.
1. The simplest and most traditional solution is the iterative least-squares
procedure. Given the two camera matrices P1 and P2 , the image
observations z1 and z2 as well as estimates for the depths dˆ1 and dˆ2
in the local coordinate system of the respective cameras, a 3D solution x
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is found by solving the least-squares system
1
Π
P
dˆ1 ortho 1
1
Π
P
dˆ2 ortho 2

min.
x

!

 
z
x− 1
z2

2

.

(3.10)


The estimates dˆi are then updated by dˆi ← 0 0 1 Pi x and the process
is repeated until it converges. Besides being simple, this method also
naturally extends to more than two views. The disadvantage is that the
algorithm is not guaranteed to converge to the global minimum.
2. The optimal two-view triangulation method by Hartley and Sturm [HS97]
starts from the observation that points in perfect correspondence lie on
an epipolar plane that defines an epipolar line in each image. For any
epipolar plane, the 3D point that minimizes the image errors therefore
is the one that corresponds to the orthogonal projection of the image
observations onto the epipolar lines that are the projections of this
plane in the images. Therefore, the problem is simplified to finding
the epipolar plane for which the distance from the observations to the
corresponding orthogonal projection onto the projection of the epipolar
plane is minimized. As both camera centers by definition lie on all
epipolar planes, only one degree of freedom is left and the problem is
reduced to a one-dimensional one. Hartley and Sturm show that the
distance to minimize can be written as a rational function p( x )/q( x ),
therefore the minimum satisfies
0=

=

d p( x )
dx q( x )

(3.11)

d
d
p( x ) − p( x ) dx
q( x )
q( x ) dx
(q( x ))2

(3.12)

for which it is necessary to have
0 = q( x )

d
d
p( x ) − p( x ) q( x )
dx
dx

(3.13)

This turns out to be a sixth degree polynomial, the roots of which are easy
to determine, for example as the eigenvalues of the companion matrix.
3. Kanatani’s optimal correction algorithm [KYN08] finds the pair of image
points in perfect correspondence that is closest to the image observations
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z1 and z2 . That means it finds displacement vectors δ1 and δ2 that solve
min.
δ1 ,δ2

kδ1 k2 + kδ2 k2


s.t.

z2 + δ2
1

T

(3.14)


z1 + δ1
F
1



= 0.

(3.15)

The resulting points zi + δi then lie in perfect correspondence and can
be triangulated e.g. as the least-squares solution of the algebraic error
linear least-squares problem. This iterative process does not have the
same optimality guarantees as Hartley and Sturm’s method, but Kanatani
argues that by definition we are looking for the closest local minimum,
so that we can expect correctness.
We have found that Kanatani’s optimal correction algorithm followed by a
non-iterative least-squares estimate performs well2 . All in all, the difference
between the different triangulation methods was small, however.
Because of lost tracks, we can run out of feature correspondences before we
can create an initial reconstruction. To deal with this situation, we restart the
process whenever the number of feature tracks from the initial to the current
frame drops below 100. The current frame then becomes the new initial frame.
Once an initial reconstruction is created, we then run a sanity check on it. In
essence, we test how many of the reconstructed points are “good” using the
following criteria:
1. A point is bad if it lies behind one of the cameras.
2. A point is bad if the angle α between the lines to the camera centers is
lower than a threshold (cos(α) > 0.99).
3. A point is bad if the sum of the square projection error exceeds a given
threshold (9px2 ).
If less than 50 features are found good, we discard this initialization and repeat
the process for the next frame. Otherwise, we accept the initial reconstruction
and proceed with the post-initialization reconstruction phase.
After the initial reconstruction is estimated, for any new image frame the
camera pose is estimated using the already reconstructed features seen in the
image.
2 As the points are in perfect correspondence after correction, the residuals will actually be 0 up
to machine precision.
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Given the camera pose, previously untriangulated features are then triangulated. If their reconstructions fail any of the sanity checks that were also used
during the initialization phase, the current reconstruction is discarded and
their triangulation is postponed.

3.1.6

Local Bundle Adjustment

This iterative process of view pose estimation and feature triangulation is in
itself sufficient to create 3D reconstructions. The major drawback however is
that the alternating optimization is rather unstable and can quickly lead to bad
estimates of both poses and point coordinates. Furthermore, once a feature is
triangulated, future observations of this feature are not taken into account at
all.
Bundle adjustment is the process of simultaneously optimizing projection
errors over the camera and point parameters in the scene. It is typically
formulated as a non-linear least-squares system [TMHF00]. Due to the
dependencies between point and camera parameters, bundle adjustment
problems feature a special structure that allows for efficient solving. The
Gauss-Newton approximation of the Hessian has an arrow-head structure
with a large block-diagonal representing the second derivatives with respect to
point coordinates only. Therefore, the Schur complement can easily be formed
by eliminating the point variables. Bundle adjustment implementations such
as SBA [LA04] or the Ceres solver [cer] all exploit this structure. However, a
bundle adjustment involving all cameras and points seen so far quickly grows
in complexity and therefore is not suitable for a close to real-time system.
Traditionally, SLAM systems have therefore used Kalman filtering [Kal60]
approaches such as the Extended Kalman Filter (EKF), which estimate the
uncertainty of the parameters and update both the parameters and their
uncertainty when new measurements are made. Filtering is performed on
a frame-by-frame basis, and the history is captured entirely by the parameter
distributions.
Recent publications show however that local bundle adjustment is superior to
filtering approaches in terms of precision and scalability in the number of points
[MLD+ 06, ESN06, SMD10]. The difficulty with filtering approaches mostly
lies in how they model the parameter uncertainty. The extended Kalman filter
uses first order approximations of the observation mapping to update a normal
distribution of the parameters. The unscented Kalman filter [JU97] instead
samples the prior distribution and estimates the posterior distribution from the
images of these samples under the mapping. These distributions nevertheless
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are modelled to be normal distributions, which may be an inappropriate choice.
In contrast, bundle adjustment simply finds the maximum likelihood estimate
for points and camera poses given the image observations.
Local bundle adjustment builds a bundle adjustment problem from a small
number of the most recently seen views and the points visible in those. As such,
its complexity is constant in the total number of views and linear in the number
of currently tracked features. In return, it only incorporates information from
a local temporal window and therefore cannot completely correct drift or
error accumulation. As our focus lies on quickly building relatively dense
reconstructions instead of sparse maps for localization, we have implemented
a local bundle adjustment. In contrast to the filtering approaches, this gives us
a maximum likelihood solution for the most recent views considered.
After having added the new camera and the newly triangulated features, we
optimize the projection error in the last nv + nc frames, where the camera
parameters in the most recent nv frames are variable, and those in the nc frames
preceding them are constant. Points that are not visible in one of the variable
camera frames are not considered. The intrinsic calibration matrix K is left
constant in this optimization.
To make this process more robust to outliers, we use a Cauchy-log-likelihood.
The Cauchy distribution is well-known to have a heavier tail than a normal
distribution and therefore model outlier-contaminated data well. Let Πpersp :
R3 → R2 be the perspective projection, and be Ri , ti be the rotation and
translation parameters of the i-th camera. Let (zi,k )k be the Ki image feature
points in frame i and ( xi,jk )k the corresponding 3D points, whose indices in the
list of 3D points are j1 . . . jKi . The bundle adjustment problem thus is the least
squares problem
n v + n c Ki

min

( Ri ,ti )1...nv

.

∑ ∑ρ

i =1 k =1



Πpersp ( Ri xi,jk + ti ) − zi,k
{z
}
|



(3.16)

ri,k

in which
x2
ρ( x ) = log 1 +
σ



(3.17)

and σ is a scaling factor that depends on the inlier scale. Obviously, ρ( x )
becomes approximately x2 as | x | approaches 0, and flattens out towards
2 log( x) − log(σ ) as | x | approaches ∞. The quadratic behavior around 0 ensures
high efficiency with Gaussian noise, while the near-constant behavior for large
errors means robustness towards outliers. Its behavior is therefore very close to

42

RIGID RECONSTRUCTION IN LAPAROSCOPY

Tukey’s bi-weight M-estimator, but with a more gradual transition from inliers
to outliers.
We have experimented with an automatic detection of the inlier scale σ using
the median absolute deviation estimate
σMAD ≈ 1.4826medianx∈E | x − medianx∈E |

(3.18)

with E = { x : ∃i, k, y.ri,k = ( x, y) ∨ ri,k = (y, x )}.

3.1.7

Post-Processing

After the online reconstruction has been created, a number of post-processing
steps can be performed. This includes a global bundle adjustment step, in
which all camera and point parameters are optimized. Any purely visual
odometry system will suffer from drift as pose estimation errors accumulate.
As the assumption of rigidity only holds approximately in laparoscopic video
sequences, reconstructions will be correct on a local scale, but might easily
suffer from drift problems on a larger scale. Therefore, if we attempt to
reconstruct a wide overview of the pelvic cavity, we can expect drift problems.
Fig. 3.2 shows a reconstruction that was made from such an overview sweep,
where the camera first scanned the upper half from left to right and then
returned in the lower half from right to left. Drift problems are evident on the
right part of the reconstruction.
This drift can be removed if we extract other wide-baseline features during
tracking, so that visual loop-closing can be performed [AFDM08, WCN+ 08].
Notice that this does not contradict our former decision to use KLT-tracking.
In particular, the wide-baseline features are not used for pose or geometry
estimation, but only for loop-closing in post-processing. All feature matching
can be delayed to that stage, and can be performed very selectively.
We chose to use SIFT features extracted at FAST [RD05, RD06] corners. The
FAST corner detector was chosen for its speed, and the SIFT descriptors turned
out to have the highest precision among SIFT, SURF, and BRIEF [CLSF10].
When we detect that two views A1 and B1 close a loop, we need to consider only
these views and their neighbors in the sequence A2 , A3 , . . . , An A B2 , B3 , . . . , BnB .
Let A = { A1 , . . . , An A } and B = { B1 , . . . , BnB }. We can assume that the relative
pose between neighboring views is correct. Therefore, we can use epipolar
constraints in the feature matching between these views. We then consider
triplets of views in A × A × B ∪ A × B × B, and for each triplet eliminate
matches that are inconsistent.
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Figure 3.2: Rigid reconstruction of a panorama-like overview sweep created
with our system. No loop-closing was performed and drift resulted in a gap
between temporally distant parts of the reconstruction on the lower right part,
indicated by a cyan circle. Above is a top view, below a frontal view.
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(a) Without processing steps

(b) With processing steps

Figure 3.3: Effect of the texture filtering steps to reduce visible seams
We triangulate the points from the two neighboring views3 and add both
the points and the observations in all three views to the existing points and
observations that were created during the online reconstruction step. Using
bundle-adjustment, we can then close the loops in the reconstruction. We will
show results in the following section.
Once the final estimate is computed, we can create a triangle mesh from
the point cloud using e.g. Ball pivoting [BMR+ 99] or Poisson reconstruction
[KBH06]. These steps can be performed fully automatized. Some reconstructions like Poisson reconstruction will create a closed surface, but spurious
triangles can easily be removed by only keeping those triangles that are
visible in at least one camera and are close enough to the original point-cloud.
Furthermore, we can texture the resulting mesh using some of the recorded
images. As the video stream is recorded during surgery, these are available
at post-processing time. As the different lighting conditions in the images
will produce clearly visible seams, we first high-pass filter the luminance
channel of those images. This is a common step to reduce texture seams.
Additionally, to minimize seam lengths, we assign images to triangles using
a Markov random field (MRF) in which pairwise energies reflect the spacing
between the corresponding camera poses. The difference in texture quality
is shown in Fig. 3.3. More sophisticated texture blending algorithms exist
[LI07, GC09, GWO+ 10], but we found the texture quality of our simple and
fast approach adequate.
3 We

can take views earlier or later in the sequence to guarantee a wide enough baseline.
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Name

Image dimension

Downsampled

Number of frames

Ours
Malti

768 × 576
1280 × 720

384 × 288
640 × 360

590
1578

Table 3.1: Size and lengths of the laparoscopy datasets that were used.

3.2

Results

For the reconstructions, we used a KLT window size of 23 pixels with a
minimum spacing of 2 pixels between neighboring windows. We kept a
maximum of 4096 features for tracking, adding new features at every frame.
The local bundle adjustment was run on the latest 9 frames in a sliding window
fashion, where only the pose of and the features seen in the most recent two
of these were variable. The bundle adjustment ran for maximally 5 iterations.
The outlier threshold was set to 4.5 pixels. All computations were performed
on an Intel i7 860 computer with an Nvidia GeForce GTX 470 graphics card.
We have run our reconstruction pipeline on two endoscopic sequences. The
first is a panorama sequence that we recorded during a laparoscopic surgery,
and the second is a laparoscopy sequence by Malti et al. [MBC11] which only
quickly scans the uterus. Information about the datasets is summarized in table
Tab. 3.1 and a few example frames are shown in Fig. 3.4. As can be seen there
is an overall shininess and strong specular highlights. Furthermore, there are
visible compression artifacts in the Malti sequence. As JPEG artifacts introduce
strong spurious gradients along the edges of the 8x8 blocks used in the JPEG
algorithm, they can severely impact the performance of any gradient-based
feature detector and tracker. To mitigate the effect of the artifacts, we have used
a downsampled copy of the Malti sequence. While this has not completely
removed the artifacts, they are less prominent after downsampling. The
corresponding image dimension after downsampling is indicated in Tab. 3.1 in
the column “Downsampled”. In Fig. 3.6, we show the resulting reconstruction
made from our uterus sequence, and Fig. 3.7 shows the generation of a novel
viewpoint from this reconstruction. The reconstruction of Malti’s sequence is
given in Fig. 3.8. In this reconstruction, there are some artifacts on the left side.
These are due to the provided sequence showing the left part only very briefly,
so that errors are relatively large here. In their sequence, the camera quickly
moves from left to right, then down and towards the center of the uterus. This
explains why there is considerably more detail on, to the right, and below the
uterus than to the left.
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Figure 3.4: Example frames from the video sequences that were used in the
experiments, both showing the female pelvic cavity around the uterus. The
last image in the lower row is a close-up of the Malti sequence that reveals the
rather strong JPEG artifacts in that sequence.
Qualitative results are shown in figures Fig. 3.2, Fig. 3.5, Fig. 3.8.
It is inherently difficult to obtain meaningful ground truth data with laparoscopic sequences. In an attempt to quantify the performance of our rigid
reconstruction pipeline, we have thus created synthetic sequences based on the
reconstructions obtained from the laparoscopic images. We used the textured
3D reconstruction shown in Fig. 3.5. We placed the uterus reconstructions so
that the uterus was aligned with the z-axis and at a distance of approximately
11 world units from the origin. We then rendered the following sequences:
sweep The first sequence was obtained by placing a camera so that it views
the area to the right of the uterus. The camera was first placed at (0, 0, 6).
The camera was then rotated around the (global) y axis. We rendered
100 frames in which the rotation angle was linearly interpolated between
30◦ in the first frame and −30◦ in the 100th frame. Finally, the result was
appended to itself in reverse order to yield a sequence with a total length
of 200 frames. As the principal camera axes all run through the origin,
the origin serves as a virtual trocar in this setup.
circle To test the behavior under rotational motion, we set up a camera by
again placing it at (0, 0, 6) and then rotating it by 6◦ around the y axis.
We then rotated the camera around the z axis, creating a circular motion.
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z
x

y
x
Figure 3.5: The same reconstruction as in Fig. 3.2, but with loop-closing
performed.
The rotation angle was linearly interpolated between 0◦ and 360◦ over a
total of 201 frames, so that the first and last frame are identical.
We then ran our reconstruction pipeline on both the “sweep” and “circle”
sequences. To demonstrate the importance of the affine consistency check, we
computed results both with as well as without this check. For these setups, no
loop-closing and no global bundle adjustment were performed.
We evaluate the performance based on translational and rotational error of
the cameras. As there necessarily is a global scale ambiguity, we first find the
scaling factor that minimizes the translational error. The scaling is done on
the reconstructed camera positions, so that the absolute errors are comparable
across different tests.
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Figure 3.6: Reconstruction created from our uterus sequence. The Poisson
reconstruction of the point cloud obtained from our reconstruction pipeline
was textured as post-processing step.

Figure 3.7: Novel viewpoint generated from the reconstruction in Fig. 3.6
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(a) Top view

(b) Front view

(c) View from the right

Figure 3.8: Reconstruction created from the Malti sequence. The topmost image
is a top view. The slight asymmetry is in agreement with the reconstruction
that [MBC11] created with manual assistance.

50

RIGID RECONSTRUCTION IN LAPAROSCOPY

Sweep
affine check
no affine check
Circular
affine check
no affine check

mean

std. dev.

max.

0.00142
0.12371

0.01658
0.10622

0.41167
0.53042

0.00668
0.09926

0.03206
0.12959

0.37130
0.92626

Table 3.2: Table of 3D reconstruction errors for the two synthetic data sets, with
and without the affine drift check.
The results for the first data set are shown in Fig. 3.9 and Fig. 3.10. Those for
the second data set in Fig. 3.12 and Fig. 3.13. From these results, it can clearly
be seen that the affine consistency check vastly improves the reconstruction
errors. The first sequence shows dominantly translational motion, so the
reconstruction using a purely translational tracker is still reasonable, although
feature drift does have a noticeable effect. The difference is much more
pronounced in the sequence in which the view is rotated. Here, not using
the affine check results in complete mis-estimation of the pose after roughly
100 frames.
We have also compared the 3D reconstructions obtained from these synthetic
sequences to the ground truth data. We used the scale factor computed from
the trajectories to determine the relative reconstruction scale. However, this
gave a clearly wrong estimate for the “circle” data without affine tracking
correction. So for this test only, we manually estimated the appropriate scale
by registering a few landmark points. After that, we computed the registration
distance using ICP4 . The resulting mean registration errors, their standard
deviation and the corresponding maximum error are summarized in Tab. 3.2.
Finally, Fig. 3.14 shows cumulative timing results for our pipeline. On our
dataset, we achieve an average performance of 15 frames per second. The graph
shows the time requirements for the GPU preprocessing steps (undistortion,
downsampling, masking of highlights), the KLT tracker, and the local bundle
adjustment. The time needed by the remainder of the program was negligible.
The lines in this graph show the 15 frames per second marks. As tracking and
bundle adjustment are pipelined, for 15 frames per second each task has a
time budget of approximately 67ms. The time was measured as the elapsed
wall-time between the beginning and end of a task (CPU) or between up- and
4 Specifically,

we used the C LOUD C OMPARE software [cco].
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Figure 3.9: Results for the synthetic dataset simulating sweeping from right
to left and back with the affine consistency check. The final reconstruction is
shown at the top, viewed from the origin, the corresponding camera estimation
errors below it. A view that better shows the setup is shown in Fig. 3.11
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Figure 3.10: Results for the same dataset as in Fig. 3.9 but without the affine
consistency check. The camera trajectory is wavier.
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x
z

Figure 3.11: Result for the sweep viewed from below to better visualize the test
setup. The camera moves from right to left and then back, where the motion is
linearly interpolated.
download of data (GPU). Timing results for the Malti sequence are shown in
Fig. 3.15. Here, the average framerate was only 9 frames per second, mostly
due to the larger size of the video images.

3.3

Discussion

In this section, we have detailed our rigid reconstruction pipeline, which
is intended to be used to create rough 3D estimates as priors for non-rigid
methods. In the experiments we demonstrated that our system is capable
of delivering relatively dense reconstructions of (parts of) the pelvic cavity.
Depending on the input data it performs close to or at frame-rate, which
makes it suitable for use in operating theaters. Care must be taken when
interpreting the timing figures 3.14 and 3.15 however, as it was inherently
difficult to correctly time the GPU-based tasks due to the multi-tasking within
the GPU. We believe that the sudden jitter in Fig. 3.14 is actually due to this
GPU-internal scheduling. Flushing the GPU between the tasks would give
more consistent results, but also underestimate the actual performance. We
want to stress however that the frame rate was computed simply by the ratio of
processed images within the video frame and that this computation is therefore
independent of any measurement inaccuracy. By providing a live-view of the
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Figure 3.12: Results for the synthetic dataset simulating circular motion with
the affine consistency check.
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Figure 3.13: Results for the same dataset as in Fig. 3.12 but without the affine
consistency check.
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Figure 3.14: Cumulative time consumption of the dominant steps of our
reconstruction pipeline run on our uterus data set. The lines reflect the time
budgets corresponding to 15 frames per second for the two pipeline stages of
tracking and local bundle adjustment.
3D geometry as it is reconstructed, it allows the user to judge the quality of the
reconstruction and detect failure early, should any occur.
This same real-time performance naturally comes at a cost, which is the inability
to perform non-local estimation such as a global bundle adjustment or loopclosing during the reconstruction phase. Although loop-closing detection
can be performed in real-time based on visual information only, in a metric
environment a re-computation of the previous camera poses is needed, which
would take far too long in a real-time reconstruction context. The problem
can be mitigated to a degree by assuming that the reconstruction will not
change much locally, therefore only optimizing over the pose of chunks of the
reconstruction, eliminating the point parameters completely [ENT05].
We have performed loop-closing as a post-processing step by using SIFT
features extracted at FAST keypoints to obtain observations shared by views
that are temporally far apart in the sequence. A single additional bundle
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Figure 3.15: Cumulative time consumption of the dominant steps of our
reconstruction pipeline run on the Malti data set. The lines reflect the time
budgets corresponding to 9 frames per second for the two pipeline stages of
tracking and local bundle adjustment.
adjustment optimization using all of the previous observations together with
these new correspondences was then sufficient to close the loop. It appears
to us that most drift-problems have occurred only at the depth transition
underneath the uterus. The turn from rightward to leftward motion on the
left side is smooth, but the lower part of the uterus is displaced with respect
to the upper part, and there is a clear gap on the right side. Of course, even a
small misestimation of the relative camera rotation at some points will have a
dramatic effect on the absolute pose at any later point in time.
The Lucas-Kanade tracking that we use has proven to be fast and, if done
right, rather robust. In particular, the affine consistency check as proposed by
[ST94, ZGN04] protects against feature drift. This serves the double purpose
of detecting drift, in which case the registration error will be large, and that of
correcting for non-translational motion between two frames. In the presence
of rotations or perspective transformations, the affine model is much more
appropriate than the purely translational model, and thus the feature position
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can be refined by the affine consistency check. This can clearly be seen from our
experiments as well. When the feature motion is dominantly translational, as
is the case in our first synthetic test, the difference is visible, but errors are still
modest. This was shown in Fig. 3.9. However, for any kind of rotational motion,
the drift errors are more than two orders of magnitude lower when using the
affine check. It is surprising that this step is frequently ignored. In [MY12] for
example, the authors report unfavorable results for the Lucas-Kanade tracker
with a translational model only.
However, this does not mean that matching based approaches should be
discarded in the context of laparoscopy. Recent developments in binary feature
descriptors have produced feature descriptors that are very fast to compute
and match and could therefore be used for example in addition to KLT tracking.
Evidently, this would also help with reestimating the camera pose after a
(near) complete loss of features, but it is not completely clear if the matching
performance will be sufficient for laparoscopic imagery.
Other recent developments might question the whole idea of using sparse sets
of points and clearly deserve a brief discussion at this point. In particular, recent
work by Newcombe et al. [NLD11], named “Dense Tracking and Mapping”
(DTAM), creates patches of dense reconstructions by simultaneously estimating
depth maps and using them for tracking. These patches are then used to create
a wider dense map. They compare their approach to a sparse tracking and
mapping method that is conceptually similar to ours [KM07], and find superior
performance not only in the reconstruction quality, but also in tracking under
rapid camera motion. In particular, rough knowledge of the depth-map in
one view makes it possible to warp the image into other views. This allows
Newcombe et al. to find the rotation and translation by optimizing a pixel-wise
image alignment cost.
In our opinion, it would be promising to investigate the performance of
their system on typical endoscopic sequences. While it promises dense
reconstructions at frame-rate, it is not immediately clear how it performs
in the presence of specular highlights, which seem to be more of a challenge
for dense methods, whereas they can easily be discarded in sparse methods.

Chapter 4

Non-Rigid Reconstruction
with Mesh-Based
Parametrizations
This chapter is based on the following publication:
M. Moll, L. Van Gool. Separating rigid motion from linear local deformation
models. In Computer Vision and Pattern Recognition Workshops (CVPRW), 2011.

In this chapter, we start from analyzing the mesh-based convex non-rigid
reconstruction algorithm proposed in [SF09]. We will see that the deformation
cost used in that algorithm is biased towards the reference shape and is in
particular not rotationally invariant. This means that there is a non-rigid
deformation cost even for rigid transformations. We propose a solution to
overcome this problem and compare it to alternative approaches. We will
evaluate the behavior in the context of laparoscopy in chapter 6.

4.1

Introduction

As explained earlier, the problem of reconstructing the shape of a non-rigidly
deforming object from monocular videos is ill-posed and can only be solved
using strong priors. Given a 3D template of the deforming surface, and
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assuming that the surface is inextensible, shape can be recovered even from
observations in a single image [SF09, BGCC12]. The approach in [SF09] is
remarkable for being a convex approximation of the problem, so that the
unique global optimum can be found without the need for a good initial
guess. This initial guess previously had to be made for example using upper
bound approximations [PHB08]. As a side-effect of the formulation, [SF09]
also does not strictly enforce inextensibility. Instead, distances are allowed to
shrink. In fact, they can even grow, at least relatively speaking, as the whole
reconstruction can be scaled. There is however a strong (and in fact desirable)
bias towards an inextensible reconstruction.
We will first give an overview over the general problem formulation. Next we
present the algorithm from [SF09], on which our work is based. We follow their
notation closely so as to avoid confusion. Finally, we motivate and explain our
contributions.

4.1.1

Problem Formulation

The problem at hand is to reconstruct deformable surfaces from image-shape
correspondences. A linear and therefore convenient parameterization of a
surface is by means of a triangle mesh. The vertices are typically arranged in a
regular grid. Other layouts are possible, although they complicate the use of
local deformation models (see [SF09]).
Any point p ∈ R3 on the mesh can be written as a convex combination of the
vertices vi ∈ R3 of the triangle that it lies in:
3

p=

∑ bi v i ,

(4.1)

i =1

where the bi satisfy ∑3i=1 bi = 1 and bi ≥ 0 for all i. The bi (together with the
corresponding face) are called barycentric coordinates of p. We denote by X the
3 × N matrix whose columns are the vertices vi of the mesh:

X = v1 v2 . . . vN
(4.2)
We will write [ X ]| for the 3N × 1 vector that is obtained by stacking all the
columns of X underneath each other, so that
 
v1
 v2 
 
(4.3)
[ X ]| =  ..  .
 . 
vN

INTRODUCTION

61

Correspondences are given as pairs of image observations q = (q1 , q2 ) T and
corresponding surface points, given by their barycentric coordinates. These
correspondences can be created if the 3D shape is known for one reference
image, as feature matching then produces the necessary information.
The intrinsic camera matrix is denoted by K = (k1 , k2 , k3 ) T . Let us assume that
we are given an image position q that corresponds to a surface position defined
by the barycentric coordinates b = (b1 , b2 , b3 ) with respect to the triangle v1 ,
v2 , v3 . Then we can compute the image projection error as
Epgeom (q, b, X) = q −

(k1 , k2 )T ∑3i=1 bi vi
.
k3T ∑3i=1 bi vi

(4.4)

By multiplying with the denominator k3T ∑3i=1 bi vi , one obtains the algebraic
error
Epalg (q, b, X) = (k3T

3

3

i =1

i =1

∑ bi vi )q − (k1 , k2 )T ∑ bi vi

.

(4.5)

The expression inside the norm is linear in X and we can therefore write
Epalg (q, b, X) = kM(q, b) · Xk.

(4.6)

So given the image to surface correspondences, we seek to find the shape
configuration X that minimizes one of the above projection errors. This problem
is known to be severely under-constrained, so that additional constraints or
penalties have to be imposed.

4.1.2

SOCP-based Reconstruction

So-called second-order cone programs (SOCPs) are a class of convex optimization problems that subsume both linear and (convex) quadratic programming
and are themselves a subclass of the more general semidefinite programming
(SDP). A second-order cone program (SOCP) can be written as
min.
x

s.t.

f ( x) = cT x
.

Ax = b

k Di x + ei k ≤ f iT x + gi

1≤i≤n

(4.7)
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Commonly used solvers such as SeDuMi [sed] or CSDP [BY07] use a primaldual algorithm and state the problem as the primal-dual pair1
Primal problem
min.
x

s.t.

Dual problem

f ( x) = cT x

max.
y,s

Ax = b

(4.8)

s.t.

x∈K

bT y
T

A y+s = c
s ∈ K.

A convex cone K is a subset of a vector space such that whenever x1 , x2 ∈ K
then a1 x1 + a2 x2 ∈ K for all a1 , a2 > 0. For SOCPs, the cone is a product of
free variables Kfree = R, linearly constrained variables Klinear = { x ∈ R :
x ≥ 0}, and quadratically
constrained variables Ksecond−order = { x ∈ Rn+1 :

k x1 . . . xn k ≤ xn+1 }. Obviously, one can immediately solve for the
dual slack variables s = c − A T y. The dual constraints then simply become
c − A T y ∈ K. From this we can see that the problem formulation (4.7) can
easily be transformed into the dual formulation in (4.8).
Being convex, second-order cone programs have a unique minimum, and
are relatively easy to solve [BV04]. The linear equalities Ax = b in (4.7) are
sometimes left out in the definition, as inequalities, and consequentially linear
equalities, of the form
0 ≤ f iT x + gi .

(4.9)

can be modelled by letting Di = 0 and ei = 0 in the norm constraints. One can
model objective functions of the form
n0

f ( x) =

∑ k Di0 x + ei0 k + cT x

(4.10)

i =0

by adding auxiliary variables ξ i and reformulating the problem as
 
 x
min. f ( x, ξ ) = c T 0T
ξ
x,ξ
s.t.

Ax = b

k Di x + e i k ≤

.
f iT x + gi

(4.11)

1≤i≤n

k Di0 x + ei0 k ≤ ξ i
1 We do not explicitly use the dual cone K ∗ as all cones under consideration are self-dual with
K ∗ = K.
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In order to fit an SOCP formulation, Salzmann and Fua in [SF09] use the
algebraic error (4.6) above. By combining the projection errors for all N
correspondences (qi , bi ) and stacking the M (qi , bi ) into a single matrix M,
they obtain
v
uN
u
Eproj (X) = t ∑ k M (qi , bi ) · [ X ]| k2
i =1
(4.12)

= k M · [ X ] | k.
At this point, it needs to be pointed out that one could also use SOCP constraints
derived from the geometric error (4.4), forcing all projection errors to lie
within a certain bound This leads to an l∞ error minimization which can
supposedly be made robust to outliers [SH06] and has also been used in nonrigid reconstruction [SHF07]. The approach leads to a binary search over SOCP
feasibility problems. However, while [SH06] shows that the active constraints
in these problems will contain at least one outlier, it does not seem to state
anything about the fraction of outliers that remain after pruning. It seems
possible that the outlier ratio actually increases during the iterative pruning of
[SH06]. As the algebraic error above yields a convex problem in any way, we
prefer using the formulation that minimizes the (algebraic) l2 error.
Salzmann and Fua also constrain the edge lengths to not exceed a maximum
length that is extracted from the reference shape, i.e. they introduce additional
constraints

kvi − vj k ≤ li,j

(4.13)

for any two adjacent vertices vi and vj and their distance in the reference shape
li,j . This reflects the property that for any two points on the surface the geodesic
distance is greater than or equal to the euclidean distance.
Because the edge length constraints only limit the distance between vertices
from above, there still is a size ambiguity. If there is a feasible and optimal
solution X, then any “smaller” solution αX with 0 < α < 1 is also feasible and
optimal. Salzmann and Fua disambiguate between those solutions by picking
the “largest” one as explained below.
To do this, they maximize the projections of 3D points pi onto the corresponding
lines of sight given by
si =

K −1 (qiT , 1) T

kK −1 (qiT , 1)T k

.

(4.14)
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Note that the si are constant. Let Bi be the matrix containing the barycentric
coordinates of the i-th surface point pi , i.e. Bi [ X ]| = pi The additional error
term can then be written as
N

Esize (X) = − ∑ siT Bi [ X ]|

(4.15)

i =1

which is again linear in X.
The problem as it is so far can be solved if there are enough features spread all
over the surface. However, in the absence of sufficiently many features in some
regions of the surface, additional terms have to be introduced to encourage
reasonable reconstructions. In order to stay within the SOCP framework,
Salzmann and Fua advocate the use of local linear deformation models. They
divide the surface grid into smaller pieces (typically 5 × 5), called patches, and
impose a local deformation penalty on each of these. In the following, we
will only consider square patches of size M × M. The deformation is then
computed relative to a template Y. The deformation errors are defined as
s
 2

1
(4.16)
Emodel ( X ) = ∑ w j Σ− 2 Λ T ( X − Y ) Pj |
j

where Pj is the matrix that selects the M2 columns corresponding to the vertices
that belong to the j-th patch from the 3 × N matrix X − Y. Additionally, Σ is
2
2
the diagonal covariance matrix to the basis Λ ∈ R3M ×3M . Salzmann and Fua
obtain the basis matrix Λ from principal component analysis (PCA) on a set of
training shapes. Those training shapes can be created using the methodology
in [SIF05]. Additionally, w j is a weight that is adjusted depending on how
many features appear in this particular patch. The orthogonal matrix Λ T maps
the deviation X − Y into the principal component basis. In this basis, the
individual components correspond to learnt deformation modes. The modes are
then weighted with the square root of the inverse variance, so that frequent or
likely modes are weighted down with respect to unlikely modes.
To conclude this section, we state the final single-frame optimization problem
as in [SF09]. The objective is a weighted sum of the individual error terms:
min.

wd Esize (X) + w p Eproj (X) + wr Emodel (X)
(4.17)

s. t.

kvi − v j k ≤ li,j

for all adjacent vi , v j ,

where the weights according to [SF09] can be chosen as wd = 32 and wr “large
enough”. We chose wr = 1 and w p = 1, which coincides with the choice in [SF].
For consistency, we have introduced the somewhat redundant weight w p for
the projection error not present in [SF09].
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Outlier Treatment

The above formulation is sensitive to gross outliers and produces unreliable
results if these are present. In [SF09], the authors therefore suggest iteratively
polishing the dataset. In every iteration, they solve the above optimization
problem and then remove any data points that have a reprojection error larger
than 50 · 2−i+1 , where i ∈ {1, 2, . . .} is the iteration number. We found that
this scheme commonly introduces a large number of unnecessary iterations.
Additionally, one has to know the scale of the inlier errors in order to pick
a maximum number of iterations. It is also worth mentioning that while
treating data with large errors as outliers in l2 optimization can generally lead
to catastrophic errors, see e.g.[SH06], it seems to perform relatively well here.
We suspect that this is because the image errors are typically bounded, so that
truly catastrophic outliers cannot occur, but other factors might play a role, too.
Nevertheless, it may be advantageous to combine the individual projection
errors in an l1 rather than l2 fashion. When switching between the two, it is
important to adjust the weights for the error terms accordingly.
For any weight w p for the l2 error term, we choose a corresponding weight
1.1
√
w p when using the l1 error. Let ei be the projection error of the i-th feature,
F
where the ei are assumed to be independent and following a normal distribution
with zero mean and isotropic variance σ. Then eσi follows a χ2 -distribution. For
a total of F features, the expected l2 error thus is
v
v
u F   
u F 
u
u
e 2
(4.18)
E t ∑ ei2  = σE t ∑ i 
σ
i =1
i =1


1
√ Γ F+ 2
=σ 2
Γ( F )


1
√ Γ F+ 2
=σ 2
( F − 1) !

(4.19)

(4.20)

1

√ √ ( F− 2 ) F!
=σ 2 π F
( F − 1) !
√ √ F − 1 
2
= σ 2 πF
F

(4.21)

(4.22)
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because the norm of the errors follows a χ2F -distribution. Likewise, the
expected l1 error is
#
"
#
"
F
F
ei
E ∑ ei = σE ∑
(4.23)
σ
i =1
i =1
F

he i

i =1

σ

=σ∑E

i

(4.24)



1
√ Γ 1+ 2
= σF 2
Γ (1)


√
1
= σF 2Γ 1 +
2
√ 1 1
= σF 2 Γ
2
2

(4.25)
(4.26)

(4.27)

√ 1√
= σF 2
π
2

(4.28)

Therefore, the ratio between the expected values is

q
F
2


e
E
∑ i =1 i
F − 12
h
i =2
F
E ∑iF=1 ei
For moderately large F (around 100), this quickly approximates

(4.29)
√ 2√
π F

≈

1.1
√
.
F

In our implementation, we have used the median absolute deviation (MAD)
estimate for error scale to avoid needing prior knowledge about the scale. The
MAD estimate is well-known to be a robust measure of scale, and a robust
estimate for the variance can be derived from it as
σMAD ≈ 1.4826 mediani | xi − mediani xi |

(4.30)

where the scale factor is chosen to make the MAD consistent for Gaussian
distributions [RC93]. Rousseeuw and Croux have investigated alternatives to
the MAD for robust scale estimation [RC93]. They find that the MAD is a good
choice for outlier screening when the underlying distribution is symmetric,
but the alternative measures have better theoretical properties in general. As
we assume that our outlier-free data follows a two-dimensional Gaussian
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distribution, and we cannot reasonably expect the outliers to be biased either,
we can safely assume a symmetric distribution for our projection errors and
use the MAD estimate.
Additionally, this often decreased the total number of iterations as the scale
would be correctly estimated after one or two iterations. This is in contrast
to the original outlier removal scheme in [SF09], where the outlier radius was
gradually shrunk. In every iteration, we solve the above optimization problem
and then compute the MAD σMAD of the resulting errors. As we expect x and y
errors to be normally and (at least roughly) identically distributed, we compute
the MAD based on the union of both x and y errors. As stated above, we
assume that the inlier distribution is a two-dimensional Gaussian, so that the
scale-normalized projection errors σ1 ei follow a χ2 -distribution, the cumulative
density function of which is
F(x) =

x2
2

Z
0

e−t dt

(4.31)

x2
2

(4.32)

= 1 − e−

Therefore, if we want an outlier threshold τ that captures a certain fraction β of
all inliers, we need to satisfy
τ
F
=β
(4.33)
σ
−

τ2
2σ2

=β

(4.34)

−

τ2
2σ2

= 1−β

(4.35)

τ2
= ln(1 − β)
2σ2

(4.36)

⇔

1−e

⇔

e

⇔

−

⇔
⇔

τ 2 = −2σ2 ln(1 − β)
τ=σ

q

−2 ln(1 − β)

(4.37)
(4.38)

For a 99.7% fraction (coinciding with a radius of 3σ in the one-dimensional
case), this yields τ ≈ 3.4086σ.
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Behavior of the Deformation Model under Rigid Transformations

We will now see that the above model requires the template to be aligned
with the deformed surface X. This is an unwanted side-effect, as rigid
transformations of the surface should not induce any additional costs, and
it introduces a bias that can lead to distorted reconstructions. It clearly is a
desirable property to have the same cost for shapes that only differ by a rigid
transformation. Instead, the cost for, and therefore the likelihood of, a given
shape should depend only on its nonrigid deformation part.
The problem lies in forming the difference X − Y. To avoid unnecessary notational clutter, we will assume throughout this subsection that X corresponds to
an M × M grid, so that there is only one M × M patch, which is X itself. While
this is a special case, invariance with respect to rigid transformations on this
single patch directly implies invariance on arbitrary grids.
If we want rigid deformations to have no influence on the deformation cost,
we need to satisfy
Emodel ( X ) = Emodel ( RX + t11×n )

(4.39)

or in other words
1

1

Σ− 2 Λ T [ X − Y ]| = Σ− 2 Λ T [ RX + t11×n − Y ]|

(4.40)

for all shapes X, rotations R, and translations t.
Let us first consider the case X = Y. If we assume a translation only, we see
that X + t11× M2 − Y = t11×n , so we need to have
1

1

Σ− 2 Λ T [t11×n ]| = Σ− 2 Λ T 0

=0

(4.41)
(4.42)

for all translations t. To a certain degree, this is indeed the case for the PCA
model that Salzmann and Fua used. The PCA model will impose only small
penalties for translations if translated copies of the training data are added to
the PCA learning process. It can also be made explicit, however, as translating
the patches to their mean is a linear operation. We will choose this explicit
route in the following section.
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The situation is more complicated when considering pure rotations R. In that
case, the requirements become
1

1

Σ− 2 Λ T [ RY − Y ]| = Σ− 2 Λ T 0

=0

(4.43)
(4.44)

and it is even harder when considering all possible deformations X instead
of X = Y. In private communication with Mathieu Salzmann [Sal], we
learned that the synthetic shapes were additionally rotated to obtain rotational
invariance. However, this has a number of unwanted consequences. Firstly, if
we allow rotation as well as mirror-symmetry, any deformed shape X and its
reflection − X become equally likely. This means that the distribution of shapes
is symmetric about the origin, so that the mean necessarily is 0. In this case,
the deformation cost does not reflect the likelihood of the deformation, as we
are essentially subtracting the wrong mean, i.e. Y instead of 0.
Trying to incorporate full rotational and translational invariance into the
PCA basis has a number of other not necessarily intuitive consequences.
We will however first describe our alternative approach and then detail
these differences in subsection 4.3, where we discuss the differences between
our approach and an approach that was proposed recently Östlund et al.
[ÖVNF12]. There, the authors propose an intuitive way to build a rotationally
and translationally deformation cost that is very similar to the one used by
Salzmann and Fua, but does not require any learning.
The problem has also partially been addressed in [SRÖFMN10], where global
pose priors are used. However, the deformation costs are inherently local, and
so the pose should be estimated on these local patches. The intuition is that if
the surface locally looks like the template, no deformation cost should be paid
for this local patch. Global pose estimation mitigates this problem, but does
not solve it.

4.1.5

Separating Rigid Motion

For any rigid transformation R ∈ SO(3), t ∈ R3 , we can write the deformed
f( X, R, t ) transformed by R,
shape X ∈ R3× N as a non-rigidly deformed part W
t, i.e.
f( X, R, t ) + t11× N .
X = RW

(4.45)
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f is the residual nonrigid deformation, which by above equation is
Here, W
defined as
f(X, R, t ) = R T (X − t11× N ) .
W

(4.46)

We see that X does not uniquely define a rigid part R, t and a nonrigid part
f. Instead, for any deformed shape X and any rigid transformation R, t, the
W
f can be found by (4.46). However, we are only
corresponding nonrigid part W
interested in the cost Emodel of a given deformed shape X, and this cost should
only depend on the nonrigid part. Therefore, it is natural to define the cost
in terms of the nonrigid part only and to use the nonrigid part that yields the
minimum cost, i.e.
emodel (X, R, t ).
Emodel (X) = min E

(4.47)

R,t

This formulation very naturally decouples the nonrigid deformation from any
rigid translation by defining the nonrigid deformation to be the least costly one
among the residual deformations obtained from all rigid transformations.
Applying the above to the individual patches in the model (4.16), we obtain
the following error term:
0
Emodel
( X, ( R j ) j , (t j ) j ) =

∑ wj

φ( R j , t j , X, Y )

(4.48)

j

with
1

φ( R j , t j , X, Y ) = Σ− 2 Λ T
1

= Σ− 2 Λ T




R j XPj + t j 11× M2 − YPj


|




R j XPj | + 1 M2 ×1 ⊗ t − YPj |

(4.49)
(4.50)

Using the error term (4.48) makes the problem non-convex. However, by
linearizing the deformation error term we can re-transform it into an SOCP
which can then be solved. The linearization is only valid locally, so we have to
iterate this process. This technique is known as sequential convex programming
(SCP). It is similar to other iterative solvers in that it locally approximates
the problem by a convex approximation. For example, the Gauss-Newton
approximation used in non-linear least squares problems is one such convex
approximation. Here, we approximate as little as possible by only linearizing
the rotation variables. We also still impose the edge-length constraints within
the sub-problems. It is worth mentioning that the SOCP formulation makes it
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very easy to add trust-region constraints on the rotation variables, simply by
bounding the norm of the linearized variables. We have briefly experimented
with this but have found no advantages as the locally convergent variant
proposed here performed equally well.
This iteration scheme might seem like a drawback with respect to [SF09]
because although we iteratively solve sub-problems that are convex, the global
problem is not. However, Salzmann and Fua use a similar iterative scheme
to remove outliers, which also renders the global problem non-convex, as the
outlier removal can be viewed as using SCP to solve the problem where the
projection errors are cut off above a certain threshold. Furthermore, as we
shall see, the rotation estimation is in practice very stable and yields excellent
rotation estimates.
We represent the rotation R as a product of a current estimate R0 and a small
update δR , R = R0 δR . Rodrigues’ formula is used to parameterize δR in terms
of the rotation axis ω̂ and the rotation angle α. For small α, we have sin α ≈ α
and 1 − cos α ≈ 0, so that

R ≈ R0 I + α[ω̂]×
(4.51)

= R0 I + [ ω ]×
with ω = αω̂ ∈ R3 .
So given a current estimate for the rotation R(t) as well as a current estimate
for the shape X (t) at the t-th iteration, we approximate the violating non-linear
term by its Taylor expansion
h
i
h
i
h
i


(t)
(t)
(t)
R j XPj | ≈ R j X (t) Pj + R j XPj + R j [ω]× X (t) Pj
(4.52)
|

|

|

which is linear in X and ω, and can therefore be written as
i
h


(t)
R j XPj | ≈ R j X (t) Pj + B1 [ X ]| + B2 ω
|

(4.53)

where
B1 = PjT ⊗ R j

(4.54)



[v1 ]×
  [v2 ]× 



B2 = − I M2 × M2 ⊗ R j PjT ⊗ I3×3  .  .
.
 . 

[ vN ] ×

(4.55)
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Figure 4.1: Reconstruction error of a synthetic dataset containing a planar
surface rotated about the axis √ 1 (0.1, 0.1, 1) T .
1.02

It might seem tempting to apply the rotation to the fixed term Y instead.
However, we want to have the relative difference between the reference shape
and our estimate X in the same coordinate frame that was used for training
and that the modes in Λ are in. Therefore, we have to apply the rotation to the
variable X directly. Using this linearization in the model error (4.48), we obtain
an SOCP that can be solved.
Furthermore, because the individual patches overlap, the estimated rotations
should be highly correlated. It is easy to add additional error terms penalizing
deviation in the rotation estimates for neighboring patches. However, we did
not see any necessity for this “smoothening” of rotation estimates and thus did
not include it and instead estimate the rotation independently for each patch.
The problem now can be solved including rotation and translation of the
patches. However, in order to reduce the number of variables, we chose to
get rid of the translational part beforehand. This is done by shifting the shape
terms X, X(t) , as well as Y so that their mean is at the origin. This operation is
linear and thus can be included in the optimization as
1

φ(R j , t j , X j , Yj ) = Σ− 2 Λ T R j CX j − CYj



(4.56)
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Figure 4.2: Rotation of the model yields a planar shape with our method
(left), but a twisted shape with the algorithm from [SF09] (right). Features are
concentrated in the lower right corner.
where the linearization (4.52) still has to be applied. The matrix C has the shape


I3×3 · · · I3×3
1 
.. 
..
C = I3×3 −  ...
(4.57)
.
. 
N
I3×3 · · · I3×3
where N is the number of vertices per patch. This is essentially equivalent to
forcing the eigenvalues corresponding to pure translation to 0 during the PCA
model learning.
( t +1)

(t)

At the end of each iteration, we update R j
= R j ( I + [ω]× ). We stop when
a maximum iteration count of 7 has been reached or when the parameters do
not change too much, i.e. if the average change in the Rodrigues vectors is less
than 0.00001.

4.2

Experiments and Results

In order to evaluate the performance of our algorithm, we have used both test
data provided by Mathieu Salzmann as well as our own synthetic test data. For
our own synthetic tests, we have created a planar 11 × 11 surface with x and y
coordinates ranging from −10 to 10. The depth was set to 50. We have drawn
interest points from a normal distributions with mean (0.1, 0.1) and variance
0.152 We have chosen the points that sparsely on purpose, so that we can test
the model influence without being constrained too much by the projection
2 These

are measured in coordinates relative to the model, which range from (0, 0) to (1, 1).
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Figure 4.3: Same as in figure 4.1 with additional simulated image noise (σ =
0.5 px).
errors. Additional image error with a variance of σ = 0.5 px was optionally
added on top of the image measurement data. We have used intrinsics that
roughly correspond to a 50 mm lens on a 35 mm camera. The extrinsics were
kept at ( I, 0).
In order to show the dependency on rotation, we have simulated a rotation
of the resulting mesh by an angle of 32i π, 0 ≤ i < 100. The rotation axis was
chosen to be roughly parallel to the z-axis as √ 1 (0.1, 0.1, 1). Figure 4.1 shows
1.02
the 3D reconstruction errors. They clearly demonstrate that the algorithm
from [SF09] deviates from the simple planar shape under rotation. The error
increases with the rotation angle with a maximum at 180◦ . In contrast, our
algorithm recovers the shape almost perfectly over the whole sequence. The
same holds when adding noise to the observations, which is depicted in figure
4.3. To visualize the effect that the rotation has on the estimation, figure 4.2
shows a frontal view of the reconstructions made with our algorithm and with
[SF09].
We have also used the VICON cardboard and cloth data sets provided by
Salzmann and Fua, as ground truth data is available for those. We have added
random features on the meshes. To add relatively sparse features, we have
drawn 30 features each from two normal distributions with variance 0.15 and
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Figure 4.4: Number of iterations needed for a rotational change ≤ 1e-5 in the
experiment from figure 4.3.
means (0.2, 0.2) and (0.8, 0.8) on the surface, respectively. For these tests, we
have not added any noise to the measurements so that all differences are due to
the rotation of the surface. In all these tests, the original mesh from Salzmann
and Fua was rotated by 180◦ around the z-axis (0, 0, 1) T with respect to the
reference shape.
The reconstruction errors with respect to ground truth are plotted in figures 4.5
and 4.6. To compare the results, we have also plotted the errors obtained from
applying [SF09] to observations of the original, non-rotated mesh. It is clearly
visible that applying [SF09] to the rotated data introduces a relatively large error.
In contrast, using our approach the errors are practically indistinguishable from
those obtained with the non-rotated mesh. To visualize the rotation estimation,
we used the cardboard data set with an additional rotation around the axis
√ 1 (0.1, 0.1, 1). The corresponding estimated rotations for a few sample
1.02
frames can be found in figure 4.7.
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Figure 4.5: Reconstruction errors for the VICON cardboard dataset. The data
set was rotated by 180◦ around (0, 0, 1) with respect to the reference shape. The
red solid line are the errors using [SF09] while the dashed line are ours. The
dotted graph was obtained by running [SF09] on the original data set without
rotation.

4.3

Implicit Invariance

As we have mentioned before, a recent approach was suggested by Östlund et
al.[ÖVNF12] to overcome the same rotation problem. It is worth investigating
the similarities and differences to our approach.
In [ÖVNF12], the problem is addressed differently. Instead of explicitly
modelling the rigid transformations and finding the transformation that has
the least residual nonrigid deformation, they choose a regularization matrix
that is different from the trained PCA basis and that does not penalize rigid
transformations. In effect, they devise a matrix C such that the nullspace
identifies the shape that minimizes a weighted sum of projection error and
regularization error. In addition, they show how to suitably reduce the
dimensionality of the problem.
In general, they use the algebraic projection error given in equation (4.6), which
can be written as k M [ X ]| k, and a regularization term k A [ X ]| k, and find the
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Figure 4.6: Reconstruction errors for the VICON cloth dataset. The data set
was rotated by 180◦ around (0, 0, 1) with respect to the reference shape. The
red solid line are the errors using [SF09] while the dashed line are ours. The
dotted graph was obtained by running [SF09] on the original data set without
rotation.
solution to the problem

min.


M
[ X ]|
wr A

(4.58)

s.t.k X k F = 1
where wr is the weight of the regularization term. The solution [ X ]| can
obviously be found by eigendecomposition.
The regularization matrix A is built differently for planar and non-planar
templates. The planar case is particularly simple. Östlund et al. design A so
that it satisfies the two properties A [Y ]| = 0 and A [ X ]| = A [Y ]| whenever
X and Y only differ by a rigid transformation. In particular, they choose
A = Ã ⊗ I, where Ã encodes the linear dependencies of neighboring vertices.
For any pair of incident triangles with vertices X1 , X2 , X3 , X4 , there is one row
ãiT in Ã equivalent to

X1 X2 X1 X2 ãi = 0
(4.59)
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Figure 4.7: Visualization of the rotation estimates for the cardboard sequence
with an added rotation about the axis √ 1 (0.1, 0.1, 1). The rotations are
1.02
depicted as small XYZ-axes centered at the mean of the respective patch.
and that satisfies

h(1, 1, 1, 1), ãi i = 0

(4.60)

k ai k = 1.

(4.61)

As these are linear constraints in the vertex coordinates, it is evident that if
A [ X ]| = 0, then A [Y ]| = 0 for all affine transformations Y of X. Furthermore,
because rotations are norm-preserving, k A [ X ]| k = k A [Y ]| k for all X and any
rotation Y of X. Invariance of the norm under translations follows immediately
from (4.60).
While this model is indeed rotation-invariant, we would like to point out a few
differences to our modeling the rotations explicitly. First of all, the deformation
cost of (4.58) may look different from (4.48), as it is homogeneous. However,
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Figure 4.7: Reconstructions of a folded surface (a single sharp fold in the
middle) with [SF09] (left) and our algorithm (right) for varying model weights.
By construction, the reconstruction is best when ignoring deformation costs.
For higher weights, the bias in [SF09] becomes apparent. For the highest weight,
it is cheaper to keep a flat shape and accept resulting image errors, hence the
planar reconstruction.
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because k A [Y ]| k = 0, we have [Y ]| ∈ ker A, so that for all X
A [ X ]| = A [ X ]| − 0

(4.62)

= A [ x ] | − A [Y ] |

(4.63)



= A [ X ] | − [Y ] |

(4.64)

which means that the cost in (4.58) can also be considered to penalize the
deviation from the template only.
As an immediate consequence, consider any such deformation cost k A [ X ]| k
with X ∈ R3×n and A ∈ R3n×3n . Then for any rotation matrix R ∈ SO(3) we
have
A [ X ]| = A [ X − Y ]|

(4.65)

= A [ R ( X − Y )]|

(4.66)

= A [ R ( X − Y )]| + [Y ]| .

(4.67)

This means that for any deformation X − Y, all rotations of this deformation
are equally expensive.
More generally, let y1 , y2 ∈ rangeA be orthogonal vectors and let X1 , X2 be
vectors so that yi = A [ Xi ]| , i ∈ {1, 2}. We then have for any two rotation
matrices R1 , R2

 2
2
A [ X1 ] | + [ X2 ] |
= A [ X1 ] | + A [ X2 ] |
(4.68)

= A [ X1 ] |

2

= A [ R 1 X1 ] |

+ A [ X2 ] |
2

2

+ A [ R 2 X2 ] |

(4.69)
2

.

(4.70)

If the rotated variants [ Ri Xi ]| happen to also be orthogonal, we obtain


A [ X1 ] | + [ X2 ] |

= A [ R 1 X1 + R 2 X2 ] | .

(4.71)

This is trivially satisfied whenever aiT X1 and aiT X2 are mutually exclusive, in
Östlund’s approach this is the case when the deformations affect spatially
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separate parts of the mesh (no triangles incident to the deformed vertices
may share an edge). In this case, the two deformation components X1 and X2
may be rotated separately, with different rotations, while still preserving the
deformation cost. As a consequence of the above observations, modelling the
rotation separately gives us greater expressive power, as we shall see in the
following example.
Imagine a regular, planar grid of N × N points, with vertices given by

Y = x1,1 . . . x1,N x2,1 . . . x N,N
(4.72)
where
xi,j

 
i
=  j
0

for all 1 ≤ i, j ≤ N

(4.73)

Now imagine we wish to allow free movement of those points, but only along
the plane normal. Even if the deformation costs have to be finite, we can still
investigate this situation in the limit by making the costs for the forbidden
deformations arbitrarily high.
This constraint is preserved by rigid transformations in the sense that projecting
down along the (possibly rotated) plane normal will yield the original (albeit
possibly translated) regular grid, so we cannot obtain arbitrary deformations
with these deformations only. In particular, while we can pick the corner vertex
x1,1 and lift it off the plane, we cannot move it within the plane.
With a linear deformation model, this can be written as


c∞


c∞




c
1





c
∞


X
−
Y
[
]
[
]


c
|
|
∞




c1




..


.
c∞

(4.74)

where as said above c∞ is an arbitrary large cost, and c1 is a relatively small
cost, e.g. 1.
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To see see what happens with a deformation cost k Axk, assume for a moment
that we lift the vertex x1,1 one unit off the plane, so that the deformed shape is


0 0 ... 0
X 0 = Y + 0 0 . . . 0 .
(4.75)
1 0 ... 0
|
{z
}
∆

The cost for this deformation is
 
0
0
 
1
 0
 
k A X | k = A 0 = k a3 k
 
 .. 
.
0

(4.76)

where a3 is the third column of A. Now due to the invariance under rotations
we get

k a3 k = k A [ R∆]| k

(4.77)

  
0
 R 0 



1 


= A 0 




..


.
0


  
0

= A  [Y ] | +   R  0 
1

(4.78)

0
0
0

...
...
...

 
0

0  
0
|

(4.79)

for all rotations R, which means that moving the vertex x1,1 one unit in any
direction yields the same cost. In turn, this means that it is impossible to
model the cost that only allows movement orthogonally to the plane with any
rotationally invariant deformation cost k Axk.
The above observation is quite general, as we have not made any specific
assumptions on A other than that the template is in the kernel of A and
that k Axk is invariant under rigid transformations. Whenever these two
assumptions hold, we cannot distinguish between moving a vertex in one
direction and moving it in any other direction.
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Discussion and Conclusions

We have demonstrated that the deformation model used by Salzmann and Fua
in [SF09], while modelling the deformation cost using local patches, suffers
from not being invariant to rigid transformations of these patches. A surface
can locally look very much like at rest, while still being substantially displaced
and rotated with respect to the reference shape. These areas should intuitively
not receive a high deformation penalty, but they do with previous work.
We have shown that separately estimating the rigid transformation, more
specifically the rotational part, with local linear models can drastically reduce
the reconstruction error and can lead to a more natural, less distorted shape.
To this end, we have shown how to incorporate rotation estimation into the
SOCP framework suggested by Salzmann and Fua in [SF09]. We did however
observe that the deformation model is relatively unimportant if the observed
features are dense enough, in which case the corresponding error term can be
weighted down.
A current limitation is that the reference patches in Y have to be aligned with
the learnt modes in Λ for our method to work. However, this can be achieved
in a preprocessing step and is therefore only a minor issue, even more so if
the reference shape is flat. As the templates for the synthetic tests were flat,
and the template for the uterus sequence was only mildly curved, we did not
actually implement this additional step. To do so, one would need to store the
local orientation of the template patches during the optimization, and apply
them to the YPj terms.
When comparing figures 4.5 and 4.6, one can also see that the model error
term works better for smoother and less complex local deformations. The more
complex deformations in the cloth data appear unfavorable when considering
the model error, so that the reconstruction errors are higher. However, we
believe that much of this effect is due to the relatively coarse subdivision
of the surface into a triangle mesh, effectively making the local deformation
model a global one. Besides leading to higher computational demands, a finer
subdivision would also decrease the relative feature density, so that in turn
the deformation model becomes more important. Therefore, not introducing
artificial and unwanted sources of errors in the deformation model term seems
crucial for truly local models.
Looking at figure 4.7, it is noteworthy that the continuity of the rotational field
is not explicitly enforced. Instead, it is a direct consequence of the continuity of
the underlying mesh. Because the mesh does not change much for neighboring
patches, the minimum is attained at a similar rotation. This is also a good
indication that the minimum is well defined and moves smoothly.
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Additionally, the local rotational information that we obtain might serve further
purposes, as it seems to give a consistent idea of the local surface orientation
disregarding non-rigid transformations. Furthermore, the results seem to make
a very good starting point for local optimization methods using more powerful,
highly non-linear deformation models.

Chapter 5

Non-Rigid Reconstruction
with Patch Parametrizations
This chapter is based on the following publication:
M. Moll, L. Van Gool. Optimal templates for non-rigid surface reconstruction.
In Computer Vision - ECCV, 2012.

In the previous chapter, we looked at mesh-based non-rigid reconstruction. In
the mesh-based approach, the position of feature points is fully parametrized by
the mesh vertices. A number of approaches deal with the problem differently,
by segmenting the features themselves into groups that move coherently. These
approaches include the template-free piecewise linear approach by Varol et
al. [VSTF09] and the “triangle soup” approach by Taylor et al. [TJK10]. Both
of these approaches use only the assumption that spatially close points are
likely to move rigidly. Recent work by Fayad et al. [FADB10], and Russell et
al. [RFA11] also finds a segmentation of feature tracks into patches, but uses
a quadratic deformation model to describe the motion of these features. This
model has the potential to predict the feature positions much better than a
rigid approximation. The automatic segmentation into patches also naturally
minimizes the degrees of freedom in the estimation problem.
It is worth mentioning that while this method is presented as opposed to
template-based reconstruction methods in [RFA11], it is in fact close to these,
as it relies on the ability to create a template that is then used to estimate
deformations from the image observations. To a certain degree, the term
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template-free may be fuzzy as any shape computed by a reconstruction
algorithm can be declared a template after its creation. However, in this case
the template is created in advance and the deformations are then explicitly
modelled based on it, so we feel that it is closer to template-based methods
than for example the piecewise planar method by Varol et al. [VSTF09] or the
triangle soup method by Taylor et al. [TJK10].
We show that the quality of this template is crucial and that it can be
refined together with the deformation parameters. As we will see, additional
constraints have to be introduced to be able to solve this problem. Observing
that the quadratic model used in [FADB10] insufficiently models inextensible
surfaces, we propose a new model that is designed to better fit these. For
inextensible surfaces, the template optimization shifts the approach back
towards template-free reconstruction, as simple image-based initializations
are refined to obtain the template without prior knowledge about it. If a 3D
template is known, this method can be used by adding the 3D template as a
3D observation, thus creating a “weak” template.

5.1

Deformation Model

The quadratic deformation model was introduced by Müller et al. [MHTG05]
and used by Fayad et al. [FDBAA09, FADB10] in a non-rigid structure from
motion context. In this section, we give a description of this model. Some of the
details are not mentioned explicitly in [FDBAA09, FADB10, RFA11] but were
communicated to us in personal correspondence.
The deformation model is based on a warp function W that maps a point x in
the template coordinate system to its deformed counterpart in the same system.
The template is the set of M points for which image observations are available,
in a reference configuration. For planar templates, the template coordinates
are such that the template lies in the x3 = 0 plane. The warped points are
brought into the camera-centric coordinate system by the rigid transformation
RW ( x) + t where R is a 3 × 3 rotation matrix and t is a 3 × 1 vector. Finally,
the points are orthographically projected with the projection matrix Π, so that
T
T
x1 x2 x3 Π T = x1 x2 .
Let the template be given by the set of points { x1 , x2 , . . . , x M }. The warp W ( x)
is modeled as a linear combination of linear and quadratic terms. Given the
vector Sx containing these terms, we have

W M ( x) = MSx

(5.1)
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where W M ( x) denotes the warped template point x, M is a 3 × 9 coefficient
matrix, and Sx is the 9 × 1 vector containing the linear and quadratic monomials
of the corresponding point in the template x = ( x1 , x2 , x3 ) T , i.e.
Sx = ( x1 , x2 , x3 , x12 , x22 , x32 , x1 x2 , x1 x3 , x2 x3 ) T

(5.2)

By grouping the linear, purely quadratic, and mixed terms (called linear,
quadratic, and cross terms, respectively, in [RFA11]), as well as the corresponding
columns of M we can re-write (5.1) as


 Sx,L
W M ( x) = ML MQ MC Sx,Q 
(5.3)
Sx,C
It is worth noting the similarities of the quadratic model above to the more
traditional model of linear basis shapes that was first introduced by Bregler et
al. [BHB00]. There, the deformed surface is modeled as a linear combination of
N basis shapes Ai :
N


W ( x1 ) . . . W ( x M ) =

∑ αi Ai

(5.4)

i =1

The quadratic model can be seen as a particular choice of the basis shapes in
(5.4), because the term MSx in (5.1) can be rewritten as

 
 

x1
x2
0
MSx = m11  0  + m12  0  + . . . + m39  0 
(5.5)
0
0
x2 x3
In [FADB10], this quadratic model is applied only to smaller patches of a nonrigidly deforming surface. There, it is assumed that an a priori subdivision of
the surface into patches is given. Patch p is given by the corresponding set of
indices I p ⊂ {1 . . . M }. The template coordinates x are then taken relative to
the patch mean, so that the warp for patch p in frame f becomes

W M ( p, f ) ,I ( x) = M ( p, f ) Sx − x̄( p)
p

(5.6)

i

where x̄( p) is the mean of all template points xi , i ∈ I p .
Russell et al. [RFA11] use the presented model to estimate 3D deformations
from image streams. They combine image projection error terms EΠ and a
temporal smoothness terms Eτ , which are
EΠ ( R, t, M, I , z) =


1
Π RW M,I ( xi ) + t − zi
∑
2 i∈I

2

(5.7)
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and
Eτ (θ1 , θ2 ) =


1
Λ θ1 − θ2
2

2

(5.8)

where zi is the 2D observation of the i-th point, θ( p, f ) is a vectorized
representation of the parameters of patch p in frame f , and Λ is a
diagonal weighting matrix. Parametrizing rotations R by their corresponding
quaternions q, and coefficient matrices M by the vectors containing their
entries m, the parameters of a patch p in a given frame f can be written
as θ ( p, f ) = (q( p, f ) , t ( p, f ) , m( p, f ) ). Using this parametrization, Fayad et al.
minimize the total error

P  F
F −1
(f)
( p, f ) ( p, f )
( p, f )
( p, f ) ( p, f +1)
E
(
R
,
t
,
M
,
I
,
z
)
+
E
(
θ
,
θ
)
(5.9)
p i
∑ ∑ Π
∑ τ
p =1

f =1

f =1

(f)

over all patch variables θ ( p, f ) , where zi is the image observation of the i-th
point in the f -th frame. As this problem decomposes, the optimization is
performed separately for each patch.
The subdivision into patches from [FADB10] requires user interaction, and
the optimal choice is not always intuitively clear. Therefore, Russell et al.
[RFA11] propose a way to optimize the subdivision and the model parameters
simultaneously. They use a model selection scheme based on Markov random
field inference, similar to the model fitting approach for stereo reconstruction
used in e.g.[WTRF08, BRK10]. Given a list of model propositions, the model
selection assigns one of the models to each point, trying to minimize the overall
projection error. The result is a subdivision of the surface, to which rigid and
quadratic models are then fitted to create new proposals. This alternating
process is repeated until convergence.

As RM = ( RQ) Q T M for any rotation matrix Q, the rotation and
deformation parameters are ambiguous. Fayad et al. address this problem
by assuming that M is upper triangular, as per the QR-factorization of M,
RM = ( RQ M ) R M , where Q M is a rotation and R M is upper triangular.
Equations (5.3) can further be simplified if a planar template is used, which
can be thought of as a fronto-parallel view of the flattened shape. In this case,
all monomials containing x3 will be constant zeros and the matrix M becomes






m11 m12 0
m14 m15 0
m17 0 0
ML = m21 m22 0 , MQ = m24 m25 0 , MC = m27 0 0 .
m31 m32 0
m34 m35 0
m37 0 0
(5.10)
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In [FADB10, RFA11], a number of constraints are imposed on the coefficients of
the M. An interpretation of the effect of the individual coefficients was given
in [MHTG05], but can also be deduced easily. Essentially, the linear modes
ML allow the template to undergo any linear transformation such as rotation,
scaling, or shearing. The quadratic modes MQ allow for some kind of quadratic
bending, and the cross-terms MC model twisting motions. From this, Fayad et
al. deduce a set of constraints to disallow physically implausible or impossible
deformations, such as self-intersection. A set of additional constraints on
the deformation coefficients of equation (5.3) is introduced in [FDBAA09].
Specifically, the sub-matrices ML , MQ and MC are constrained to be






m17 m18
0
m11 m12 m13
0
m15 m16
m22 m23 , MQ = m24
0
m26 , MC = m27
0
m29 
ML =  0
m34 m35
0
0
m38 m39
0
0
m33
(5.11)
and accordingly with the third columns set to zero for the above-mentioned
case of planar templates. In addition, in [RFA11] the linear part is fixed to the
identity, ML = I3×3 , to avoid free scaling.
The motivation behind these constraints may be questioned when having
a closer look at them. In the following examples, we will assume a planar
template with z = 0 for simplicity, as the deformations are easier to visualize
in this case.
Firstly, the constraints are based on the interpretations given in [MHTG05],
which are also stated in [FDBAA09]. However, these interpretations examine
the effect of changing the individual coefficients in isolation, and deducing
general constraints from them may be misleading. In particular, linear terms
can be introduced by shifting the origin of the quadratic equations. Consider for
example the simple warp


x

y
W ( x) = 
(5.12)
( x − 1)2 + ( y − 1)2



x

y
=
x2 + y2 − 2x − 2y + 2


1
= 0
−2

0 0 0
1 0 0
−2 0 1


0 0 0 0 0
0 0 0 0 0 S x + c
1 0 0 0 0

(5.13)

(5.14)
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in which the linear terms −2x − 2y in the last row are semantically closer
related to the quadratic deformation than to a linear deformation.
Similarly, cross-terms can be introduced that intuitively do not at all correspond
to a twisting motion. To seeqthis,
qa simple example is bending the planar
1
2,

template along the diagonal (

1 T
2) :



W ( x) = 




x
y


  2 

x
√1
2
y

√1
2

(5.15)




x

y
=
2
1
2 ( x + y)


=


1
2

1

= 0
0

(5.16)


x

y

2
2
x + 2xy + y
0
1
0

0
0
0

0
0

0
0

1
2

1
2


0 0 0 0
0 0 0 0 S x .
0 1 0 0

(5.17)

(5.18)

Here, a non-zero coefficient for xy in the third row does not reflect a physically
implausible configuration.
The above problems are even more pronounced when restricting the linear part
to an upper triangular matrix. By QR decomposition any M can be factored
into a rotation Q and an upper triangular matrix M 0 , where the corresponding
rotation can be subsumed under the rigid transformation R0 = RQ, so this
restriction alone does not put any constraints on what deformations can
be modeled. The problem is that this approach interferes with the other
constraints, as these are then effectively applied to Q T M. As an example,
consider the warp (5.14) which satisfies all constraints, but is not in upper
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triangular form. The QR decomposition of the warp matrix is given by



0 0 0 0 0 0 0 0
1 0 0 0 0 0 0 0 =
−2 0 1 1 0 0 0 0

1
 0
−2


− √1

5


 0

√2
5

4
√
3 √5
− 35
2
√
3 5

√
2 
− √15
3
3

2
 0
3
1
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5
0

0
0
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√2
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2
√
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1
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0

0

0

0

0

0

0


0

0

0

0

0

(5.19)

which violates the zero-diagonal constraint on MQ . The authors of [RFA11,
FADB10] have also suggested replacing the QR- by a polar decomposition
[Fay], which had been used in [MHTG05] for the case of linear deformations.
However, enforcing a polar decomposition, which is the decomposition of a
square matrix into a rotation and a positive semi-definite matrix, would lead
to similar problems and introduce more complicated constraints to guarantee
semi-definiteness.
We therefore drop the zero-diagonal constraints on MQ and MC and instead
add edge-length error terms to the objective (5.9) that penalize deviations of
the geodesic distances from the distances in the template. We approximate the
geodesic distance between points x1 and x2 by Euclidean distances along the
edge that connects them:
N

∑

i =1



WM




i −1
N +1−i
N −i
i
x +
x2 −W M
x +
x2
.
N 1
N
N 1
N

(5.20)

Here, N is the number of subdivisions along the edge. In our experiments, we
used N = 1, for which 5.20 reduces to Euclidean distance. We have dropped
the superscripts for patches and frames for better readability. The deviations of
this geodesic distance from the distance in the template are then squared and
added as another penalty term to (5.9). Note that the distances in the template
are also fixed, but simplify to Euclidean distances in cases where the template
is planar.
These kind of edge-length error terms or constraints have previously been
shown to suitably regularize the non-rigid reconstruction problem [PHB08,
SF09]. The fact that isometry constraints in conjunction with a given template
are sufficient to reconstruct the deformed shape from a single image is a strong
indication that we can actually invert the problem: Given several images with
feature correspondences, and temporal constraints between them, is there
enough information to obtain the template? In this chapter we see evidence
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Figure 5.1: Fits to a geodesically equally spaced grid points on a (parabolically)
curved surface (green ×’s). Comparing a quadratic (blue circles) to a partially
cubic (red +’s) model. On the left is a side view, on the right is a top view. As
can be seen, the partially cubic model at the same time better fits the image
projection as well as the 3D shape.
that this question should be answered positively, at least when starting from a
reasonable initial guess.
In the following, we still require that ML be the identity matrix. This
simultaneously fixes the rotational ambiguity and imposes local rigidity at the
origin, as ML is the Jacobian of the deformed shape MS at the origin. Note that
while physically implausible solutions like those with self-interpenetration now
can be modelled, the image observations will still contradict these solutions so
that this is not problematic.
For now, we also limit our attention to planar templates, which are suitable
for the largest number of data sets on nonrigid reconstruction involving paper
or cloth, that are planar in nature. They are less suitable for curved surfaces
like the uterus reconstructions that we have obtained, although the deviation
from planarity is small in the visible region of interest. We will see in chapter 6
that they can still be used for reconstructions of such surfaces. This is however
based on a modification that we will introduce in section 5.4 and that makes use
of a three-dimensional template while still using the planar parametrization.
It remains to be mentioned that the assumption of a planar surface clearly
decreases the computational complexity and thus should be used whenever
appropriate.
In our experiments, we have found that the quadratic model struggles to
simulate the narrower appearance of bent surfaces. If an inextensible flat
surface is seen from the top, any deformation will make the orthographic
projection appear narrower, as distances have to be preserved. The steeper the
surface deformation, the more points have to move inwards. We have found
that modelling the deformations parallel to the planar surface as odd cubic
functions gives a better approximation. This leads to our partially cubic model,
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Figure 5.2: Example templates estimated with a rigid factorization method
from random samples of 6 of the first 12 frames of the “flag” sequence, followed
by Isomap to project to 2D. The image observations were synthetically created
and Gaussian noise with σ = 0.5 was added.
whose warp function is:


x1 + µ11 x13 + µ12 x12 x2 + µ13 x1 x22 + µ14 x23
W ( x) =  x2 + µ21 x13 + µ22 x12 x2 + µ23 x1 x22 + µ24 x23  .
m34 x12 + m35 x22 + m37 x1 x2

(5.21)

To illustrate the effect, Fig. 5.1 shows a regular planar grid that is inextensibly
deformed to lie on a paraboloid. We have then fitted both the quadratic model
with variable linear terms and the partially cubic model to the image projections
using the edge-length regularization. As can be seen in the figure, the partially
cubic model, while not perfect, leads to a tighter fit. Linear scaling alone affects
all regions similarly, even those where the deformations are small. The 3D error
for the partially cubic model was less than half that of the quadratic model.

5.2

Rest Shape Estimation

In [RFA11], the template is estimated using a factorization method for rigid
reconstruction on a small subset of the sequence. It is then optionally mapped
to 2D by applying Isomap [TdSL00]. The template is then used to estimate the
deformation parameters for the sequence, but is itself kept constant. While
rigidity cannot be assumed even within only a few frames, and additionally the
baseline will be very narrow between these, this rigid reconstruction estimation
nevertheless yields plausible results. This is particularly true if the template is
projected to 2D. However, there is quite some variation depending on which
frames are used for this reconstruction. Fig. 5.2 shows a few templates that
were estimated based on random samples of 6 out of the first 12 frames of the
“flag” dataset from [RFA11].
As the template lies at the basis of the deformation estimation, its quality has a
big impact on the overall results. Fig. 5.2 shows that some shapes feature rather
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extreme distortions which the optimization algorithm tries to compensate for.
A better template will almost invariably result in a better fit of the model and
thus lead to better reconstructions. As the optimal template depends on the
patch parameters and vice-versa, it is natural to optimize both the template
and the model parameters at the same time. At first glance, it might seem
as if this would introduce too many degrees of freedom, potentially leading
to spurious solutions. However, the observations and regularization terms
sufficiently constrain the problem, so by making the template variable, better
fits can be obtained.
We optimize the template and patch parameters simultaneously, while keeping
the patch proposal generation and selection as described in [RFA11]. We
run the joint model and template estimation after the model assignment has
selected one proposal per patch, as bad proposals should not influence the
template. This joint optimization is the key to consistently obtaining better
reconstructions. The optimization minimizes the same error terms as with
individual patches, but adds the 2N template coordinates as variables to the
problem. Alg. 1 summarizes these steps.
In the formulation from [RFA11], the deformations were computed relative
to the patch mean. For every patch, the mean of its template coordinates
was subtracted, and the quadratic model was based on this centralized
representation. We explicitly model the patch origin with additional variables,
using only one set of variables for all frames. There were two reasons for this
decision. First, linking the deformation to the patch mean appears to be a bit
arbitrary when constraints on M are imposed. Changing the base point of
the quadratic deformation requires changing all quadratic, linear and constant
parts, so it interferes with these constraints. Also, a practical issue is that with
the model based on the patch mean, the observations would depend on all the
template points belonging to the patch. This implies that the Jacobian in the
least squares optimization would contain dense blocks corresponding to these
points. In contrast, by decoupling the patch origin from the point assignment,
image observations only depend on the template point itself and the patch
origin. This means that with a variable template this parametrization is more
efficient both with respect to time and memory consumption.

5.3

Experiments and Results

We have evaluated our approach on the “flag” sequence [WCF07] that was
also used in [RFA11]. For this sequence, ground truth 3D data is available
which allows us to perform a quantitative evaluation. The dataset consists
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Algorithm 1 The reconstruction algorithm including the template optimization
Initialize the template by rigid factorization
Initialize patches by assigning one patch to each point
while patch assignment changes do
Compute rigid, quadratic and/or cubic proposal models
Find optimal point assignment
Optimize model parameters and template
end while

Input images

Results from [RFA11]

Our approach

Figure 5.3: Comparison of our approach to [RFA11] on frames 20, 40, and 60 of
the “paper” dataset. Notice that our results appear more regular demonstrating
that they better model inextensible surfaces. This can best be seen in the lower
left corners and the later two frames.
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of 450 frames of motion captured 3D data of a waving flag. 2D projections
were generated by orthogonally projecting along the z-axis. While in [FADB10,
RFA11] only noise-free observations were used, we have added Gaussian
noise to the image measurements with σ = 0 (i.e. original data), σ = 0.5,
and σ = 2. To put these values into perspective, the image projections are
roughly 400 by 300 units wide. We have also considered the “back” sequence
introduced by [RFA11]. We decided against using this dataset as it features
clearly visible perspective effects as well as imperfect ground truth containing
obvious outliers. We believe that this accounts for the comparatively large
errors reported in [RFA11]. We have furthermore used the “paper” sequence
[SHF07] for a qualitative comparison (see Fig. 5.3).
For the “flag” sequence, we measure the reconstruction quality by comparing
the reconstructions to the ground truth data. We use the same relative
error measure as in [RFA11], i.e. we compute the relative error between the
reconstruction and the ground truth data. We then take the reconstruction error
to be the mean of these relative errors. Because the ground truth coordinate
frame need not coincide with that of the reconstructions, and because there
might be a global flipping ambiguity under orthographic projection, the
reconstructions for each frame were aligned to the ground truth data using
procrustes analysis as in [FADB10].
For our tests, we have run the algorithm by [RFA11], as well as the template
optimization in conjunction with the quadratic model and in conjunction with
the partially cubic model. Additionally, rigid proposals were added in all tests.
For the template optimization, the edge-length terms described in section 5.1
were added. We refer the reader to the supplementary material for details on
the parameter settings. Some example results are shown in Fig. 5.4. As can be
seen, the template optimization results in an approximately 3-fold decrease of
the reconstruction error when using the quadratic model and an up to ten-fold
decrease when using the partially cubic model. In this subset of examples,
the best result that we achieve is a reconstruction error of 1.45%, which is
even lower than what [RFA11] report given a carefully selected template in the
noise-free case.

5.4

Weak 3D Templates

It is possible to combine the above algorithm with a 3D template while still
using the planar point parametrization. This can be done by treating the 3D
template as another observation, but minimizing 3D errors instead of projection
errors. This permits relatively noisy 3D templates and reduces the effect of

relative error to ground truth
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Figure 5.4: Box plot of relative reconstruction errors for 20 different template
initializations, each forming a group of three. Blue (left) is the cubic model
with template optimization, red (center) the quadratic model with template
optimization, green (right) the model used in [RFA11]. The graph shows the
quartiles over different noise samples (σ = 0.5).

misestimation of the 3D template. The two-dimensional template can still be
optimized. While direct optimization over the 3D template is also possible,
using the two-dimensional template reduces the degrees of freedom by 50%
and thus leads to an easier problem.

5.5

The Perspective Case

Under perspective projection, some of the assumptions made in the algorithm
do not hold any longer. In the orthographic case, the reconstruction of a
patch could be found up to two ambiguities: the translation along the camera
axis and a mirroring (flip) about the camera projection plane. If we rule out
very narrow field of view projections, which would better be modelled by
orthographic projection anyway, perspective foreshortening resolves the first
of these ambiguities, the translation along the camera axis. If the patch is
moved closer to (further away from) the camera, its projection will become
larger (smaller). The mirroring ambiguity is also resolved in theory, but the
resolution may be over-sensitive to noise in the image measurements when the
inclination of the patch is not very pronounced. However, in the perspective
case, the reconstruction of a patch can be found up to an arbitrary scaling only.
Also, the perspective case is more difficult in the sense that the image
observations intuitively constrain the surface less than in the orthographic
case. In Fig. 5.5, a two-dimensional example is depicted in which a line of
given length is known to project to given image points under perspective or
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image plane

Figure 5.5: Perspective and orthographic projection of a line segment of fixed
size. If the projections of the two end-points are given, indicated by the red
dots, the orientation is fixed in the orthographic case (right side), but there
is a multitude of possible orientations in the perspective case. The possible
line segments are indicated as red lines. Their endpoints all lie on the backprojections of the image points, indicated by the black lines. The ambiguities in
the orthographic case are arguably easier to resolve in a post-processing step.
orthographic projection. While the orientation of the line is fixed up to the
flipping ambiguity when we assume orthographic projection, there is a whole
family of different orientations under perspective projection. This is due to the
fact that a translation towards the camera can counteract foreshortening due to
inclination.
In practice, we have found that reconstructing individual patches as with
orthographic projection does not work and leads to reconstructions that do not
fit together in the later stitching process. Effectively, while under orthographic
projection only the flip ambiguity had to be resolved and a translation chosen
to minimize overlap error, to find the correct solution in the perspective case
requires modifying the rigid and non-rigid deformation parameters. Therefore,
this is best done from the very beginning, by adding an error term that
encourages overlap between the patches to the patch optimization. This clearly
affects the runtime of the algorithm, as the problem does not decompose any
more.
The solution we are interested in is the one where all pairs of patches that
overlap warp the template points that they share to points that are spatially
close to each other. In order to find this solution, we add another set of error
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Figure 5.6: Results for the perspective case. Comparison between our
reconstruction (red plusses) and ground truth (green circles). Notice that
not every point has a ground truth correspondence in every frame.
terms,
P

Eoverlap =

P

F
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q
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.

We have tested the perspective algorithm on the “paper-gt” provided by
Salzmann et al. [VSFU12]. This is a dataset of a bending piece of paper,
for which Kinect 3D measurements are available. The reconstruction was
computed using a weight of 100 for the edge-length error term, 1000 for the
smoothness term of the rotation variables, and 1 for the smoothness error in the
deformation parameters as well as for the overlap error. The model selection
cost was set to 5 + 16 C where C is the model complexity, i.e. the number of
variables, where we used rigid models and our cubic models. Results on a
few exemplary frames are shown in Fig. 5.6. We first determined a global
scale factor for our reconstruction. Then, we computed the mean 3D error
for evaluation similar to [VSFU12]. This was done by first filtering obvious
outliers in the provided Kinect measurements, then using the Frobenius norm
difference between the reconstruction and the remaining ground truth points in
every frame. These per-frame errors were then averaged, yielding an average
error of 0.2446. In comparison, without the overlap error term, the average
error was 85.4089.
As the overlap terms depend on pairs of patches, we cannot optimize the
patches individually any more even if the template is fixed. Instead, we always
combine all variables and terms to form a single problem. The problem still
becomes more complex than the orthographic reconstruction problem with
variable template because of the nature of the added constraints. Adding the
variabe template amounts to adding a dependency on two additional variables
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for every point. While this produces some fill-in in the Gauss-Newton Hessian
approximation, the fill-in is considerably worse when adding the overlap terms,
as these depend on all variables of two patches.

5.6

Discussion and Conclusions

In this chapter, we have investigated a non-rigid reconstruction algorithm
based on a recent approach that uses a quadratic deformation model. While
in this approach a precise template had to be acquired a priori using e.g.
rigid factorization, our approach incorporates the template estimation into the
deformation estimation, starting from an initial estimate, making the algorithm
much more robust to imperfections in the original template. While following
the authors of [RFA11] and using rigid reconstructions based on a few initial
images as initialization led to mixed results with the original formulation, by
refining both the template and its deformation simultaneously we can reliably
recover deformations starting from coarse initializations.
As the results have shown, the template optimization needs further regularizing
constraints in order to yield good results. Without these, the template is
insufficiently constrained. Combinations of unnatural patch deformations
and distorted templates can improve all other error terms while actually
decreasing the reconstruction quality. Additionally replacing the hard
constraints in [RFA11] by soft constraints on the geodesic distance provides
the missing regularization and significantly improves the results. This also
bears resemblance to the algorithm that Vicente and Agapito [VA12] have
published in parallel to us, where they also propose using inextensibility as
a soft constraint for template-free reconstruction. We have also computed
the reconstruction error for the flag sequence based on a template that was
provided to us by the authors of [RFA11]. On this template, they claim
a reconstruction error of 2.89%. In our experiments, we have achieved a
similar error of 2.35% using their model formulation, which validates our
implementation. As the experiments show, templates that are generated by
randomly selecting frames of the sequence and performing rigid factorization
followed by Isomap, i.e. using the approach from [RFA11], cannot be expected
to perform that well in general. Our work in contrast allows for reconstruction
of non-rigid surfaces from automatically generated template initializations, so
that no further manual intervention or prior knowledge about the template is
needed. We have seen that the algorithm works reliably under realistic noise
assumptions, as σ = 0.5 corresponds roughly to 1 pixel standard deviation of
the tracked features in mid-sized images.
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Figure 5.7: Simultaneous template optimization. The motion capture markers
of the “flag” sequence are arranged in a regular zig-zag pattern. The upper row
shows the input template estimates and the lower row shows the corresponding
optimized templates after the reconstruction. As the viewing direction is
arbitrary, the templates can appear mirrored.
Finally, we have shown that the algorithm cannot directly be applied to
perspective projection problems, but can be modified so that it resolves
ambiguities during the parameter estimation. However, this has led to a
drastic increase in computational complexity, as the dependencies between
error terms increase. Even in the orthographic case, the template optimization
requires the template and the patch parameters to be optimized jointly, so that
the problem does not decompose any more.
There are a number of potential directions with respect to the numerical
optimization. Firstly, the Levenberg-Marquardt approach that is used to
minimize the least-squares functionals may not be an ideal choice for this
problem. As the scale differences in the Jacobian of the partially cubic model are
very pronounced, proper scaling of the variables is necessary. Furthermore, the
Levenberg-Marquardt method, being based on the Gauss-Newton algorithm,
does not work well when the residual errors in the optimization problem are
large. Quadratic convergence is only guaranteed if the residuals are almost
affine or if the residuals are sufficiently small, neither of which is given here.
It is possible that a better solver that uses proper second order information
would improve the overall running times, which at the moment is about twice
as high as in the approach from [RFA11] in the orthographic case, and even
slower in the perspective case. Another approach that may improve runtimes
is dual decomposition to decouple the patch parameters.

Chapter 6

Non-Rigid Reconstruction in
Laparoscopy
In this chapter we will show results of using our approaches on laparoscopic
data. These results will be qualitative as we were unable to obtain ground truth
data for real-world laparoscopic videos.

6.1

Results

We will first look at the results of the mesh-based reconstruction. We have run
both our rotation-estimation method and the original approach from [SF09]
on the Malti dataset presented in chapter 3. This sequence starts with a brief
rigid sweep which we used to create a 3D model with our rigid reconstruction
pipeline. From this, a template was generated by taking the first image of a
sequence showing non-rigid deformation. This step was done automatically
using a SIFT based RANSAC registration. While in agreement with our
previous observations only a few feature matches were deemed inliers, there
were sufficiently many to give a reliable pose estimate. We then manually
segmented a region of interest in the image. This is a step that is relatively
difficult to automate, however it is necessary to avoid having the mesh span
depth discontinuities at the boundary of the uterus. This segmentation is
however needed only for the first frame and can be crude. We then computed
feature tracks over the following images of the sequence using the dense point
tracking algorithm by Sundaram et al. [SBK10], where we set the grid size
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(a) Input images

(b) Reconstructed textured mesh overlay (front view)

(c) Reconstructed textured mesh (front view)

(d) Reconstructed textured mesh (side view)

Figure 6.1: Reconstructions on the Malti dataset (see chapter 3). The surgical
instrument is poking into the uterus. The top row shows the input images, the
second row shows the image projection of the reconstructed mesh, overlaid
over the ground truth image. The bottom rows show only the reconstructed
mesh, seen from another perspective. The reconstructions correspond to
the first, sixteenth, and thirtyfirst image of the sequence showing non-rigid
deformation.
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(a) Input images

(b) Reconstructed textured mesh overlay (front view)

(c) Reconstructed textured mesh (front view)

(d) Reconstructed textured mesh (side view)

Figure 6.2: Reconstructions on the Malti dataset (see chapter 3) for another part
of the video.
parameter to 8. Unfortunately, the KLT tracker that we used for our rigid
reconstruction failed in these circumstances. While it correctly tracked the
largely static part, features in the most interesting non-rigidly deforming part
around the surgical instrument were discarded. This can be expected as these
features clearly violate the affine deformation assumption.
Figures 6.1 and 6.2 show results of running our rotation-estimation algorithm
on frames 1, 16, and 31 of two subsequences in which the surgical tool is
indenting the uterus. For this case, we set the error term weights to wd = 100,
w p = 1, and ws = 23 . As the tracking algorithm would not produce outliers, we
disabled the outlier removal step for these experiments. The results from our
rotation-estimation algorithm and those from the original formulation were
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Figure 6.3: Convergence plots for the two sequences. Logarithmic change in
the linearized rotational variables is plotted against the iteration number.
almost identical in this case. This is little surprising given the small overall
deformation, the good initial registration, and the relatively low model weight
(see Fig. 4.7). We therefore only show the results of our rotation-estimation.
As this is an iterative approach, we plot the change of the linearized rotation
variables in Fig. 6.3. As can be seen, the large majority of the runs converge
within a few iterations. In a few cases, there is residual oscillation at a relatively
low level and in rare cases the algorithm does not converge. We will discuss
this in section 6.2.
The results for the model fitting algorithm due to [RFA11] as well as for our
template optimization are shown in Fig. 6.4 and Fig. 6.5, where the results are
obtained
(a) using cubic and rigid models, a planar template, and template optimization,
(b) using cubic and rigid models, a planar template, but no template
optimization,
(c) using quadratic and rigid models and a planar template
(d) using quadratic and rigid models and a 3D template.
In all cases, the input was a 3D observation (the 3D template) and one additional
image observation. The quadratic patches were only constrained to have
ML = I.
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(a) Perspective patch-based template optimization (cubic/rigid)

(b) Perspective patch-based fixed planar template (cubic/rigid)

(c) Perspective patch-based fixed template (quadratic/rigid)

(d) Perspective patch-based fixed 3D template (quadratic/rigid)

Figure 6.4: Results on the first subsequence of the uterus data using the patch
based reconstruction. From left to right these are again the first, sixteenth and
thirtyfirst frame.
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Discussion and Conclusions

The results of the mesh-based approaches are convincing when seen from
the image perspective. This can be seen in the overlay images, where the
reconstruction has been put on top of the original image. Although the
texture of the mesh does not change, its overall shape deforms correctly in the
image. This is unsurprising as the image error is one of the error terms that
is minimized. However, the side views seem to suggest that the recovered
shape is not quite correct. For example, the changes on the left side seem to
be compensated by lifting and moving the surface. The reconstruction quality
seems to be slightly better with the first subsequence, where the deformation
also affects more of the surface.
In the results we have seen that while the rotation estimation usually converges
quickly, there are situations in which it either begins to oscillate once dropped
low enough or in which it completely fails to converge. It is possible that
the individual refinement of the rotations per patch before solving the SOCP
problems actually contributes to this problem, but most likely it is simply due
to the inaccuracy of the linear approximation. The solution to this problem
is however well known. Instead of blindly accepting the step for the rotation
parameters, the estimation can be embedded in a trust-region algorithm, where
the maximal change of the rotation parameters is limited to a bound that
changes depending on how good the last step was. In this setting, steps that
increase cost are immediately rejected. Using a trust-region approach should
ensure global convergence.
The tests of the patch based model fitting approach were designed to be as
comparable as possible to the mesh-based ones. In particular, we used a weak
template as described in chapter 5 and only one additional video frame. This
was done to avoid an unfair advantage due to a larger number of observations.
The tests show only small differences between using cubic (a,b) or quadratic
(c) models and between optimizing (a) and not optimizing the cubic template
(b). Again, the latter is likely due to the comparatively high quality of the
initial template. There is however a visible difference to the approach using the
full 3D quadratic deformation with a (true) 3D template as in (d). While the
reconstruction for the first frame trivially is the most detailed one (it is, after
all, the template itself), the deformations look slightly wrong. Also, given that
the first frame of (d) reflects the template itself, it may appear from Fig. 6.4 that
the template optimization (a) does slightly better than the fixed template (b) at
the boundary. However, looking at Fig. 6.5 this conclusion does not seem to be
justified.
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In summary it remains to be said that while the fine detail of the reconstructions
may be wrong, they all recover the overall deformation. Interestingly, the patch
based variants are visually more convincing. This may partially be due to their
smoother shape, however.
The lack of ground truth data with the laparoscopic datasets is certainly
undesirable, as it renders any attempt to quantitatively evaluate the results
futile. Synthetic data generation is far less attractive in this setting than it was
with rigid reconstruction. Without a very good model of the actual properties of
the tissue under deformation, synthetic data will be misleading. Nevertheless,
qualitative analysis can still be worthwhile, in particular when reconstructions
still visually deviate considerably from the perceived true solution.
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(a) Perspective patch-based template optimization (cubic/rigid)

(b) Perspective patch-based fixed planar template (cubic/rigid)

(c) Perspective patch-based fixed template (quadratic/rigid)

(d) Perspective patch-based fixed 3D template (quadratic/rigid)

Figure 6.5: Results on the second subsequence of the uterus data using the
patch based reconstruction. From left to right these are again the first, sixteenth
and thirtyfirst frame.

Chapter 7

Conclusion
In this thesis, we have investigated the use of rigid and non-rigid reconstruction
techniques for laparoscopic surgery. We have developed a monocular rigid
reconstruction system to create overview reconstructions of the surgical site
just prior to the intervention. Where previous approaches either used external
tracking of the endoscope or relied on EKF-based SLAM algorithms and were
therefore limited to very sparse feature maps, our approach is capable of
generating very dense reconstructions without external camera pose estimation.
The results can be used for visualization, planning, teaching, and documenting
the surgery. They can also be used as visual feedback for surgical robots,
where this application was explored in cooperation with the department of
Mechanical Engineering of KU Leuven. Furthermore, they serve as prior
information for further non-rigid reconstruction.
As most actions of the surgeon will non-rigidly deform the organs at the
surgical site, rigid reconstruction algorithms are limited in their application to
explorational phases where surgeons simply inspect the surgical site. Therefore,
we then focussed our attention on monocular non-rigid reconstruction, which
has become increasingly popular over the last decade and lends itself perfectly
to the application, as the typical video-endoscope is monocular, yet the scene is
non-rigid.
Having seen that the local linear deformation models of [SF09, SF10] behave
unnaturally when the observed shape is not aligned with the template, we
propose an intuitive way to overcome this problem. We have showed that
our solution can also be used to estimate local orientation of the surface, as it
effectively locally estimates the rigid transformation that minimizes residual
non-rigid deformation cost, which is a reasonable definition of local orientation.
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The improvements are particularly pronounced when the feature density is
very low, and the template therefore has higher weight, or when the difference
between the template pose and the object pose is large.
As an alternative to mesh-based approaches, we have shown how a recently
proposed approach using simple surface models on automatically determined
segments of the feature observations can be extended to essentially allow
template-free reconstruction, at least under the assumption that the surface
moves sufficiently. In contrast, the original approach required that a
subsequence of the input permit a good rigid reconstruction. Furthermore,
and more importantly for the laparoscopic application, we have extended the
approach to use a perspective projection model. This seemingly trivial change
required further regularization to obtain consistent patch-wise reconstructions.
We have then evaluated the algorithms on a laparoscopic dataset due to Malti
et al.. While, as usual with laparoscopic data, there is no ground truth data for
this sequence, we nevertheless see that while the reconstructions are likely not
metrically accurate, they capture the overall deformations well.
The problem of live 3D reconstruction in laparoscopic surgery is certainly far
from being solved at this stage. In a completely realistic scenario, several
complicating factors are added to the problem:
• If the surgeon follows his regular routine, very rapid movements can
occur at any time. This means that both blur needs to be dealt with as
well as a complete loss of orientation immediate relocalization. For
the non-rigid reconstruction algorithms, this means that the feature
correspondences to the template must be re-calculated, and that any
assumptions of temporal continuity must be adjusted to take these
possible interruptions into account.
• Additionally, other surgical instruments may at any point in time partially
or even almost completely block the view. The consequences are the same
as in the above case.
• During the surgical intervention, cauterization either by bipolar cauteries
or using lasers can cause smoke to obstruct the view.
• More subtly, drops of water or blood can form on the laparoscope front
lens. In contrast to the above problems, this can lead to altered optical
properties due to refraction that may go unnoticed for a while. In this
case, any geometry estimates may be biased.
• The surgery itself can drastically change the appearance of the surgical
site. This affects both surface appearance, for example after cauterization,
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as well as topological appearance. The removal of cysts, of adhesions or
of tumors such as uterine fibroids can instantly render any previous 3D
reconstruction or template invalid.
To find a solution for these problems is still a long way from the current
state of the art and the results of this thesis. Laser surgery and the change
of appearance from ablation or cauterization that usually goes hand in hand
with smoke occluding the view may pose a particularly challenging problem.
Similarly, topology changes from cutting tissue will be problematic with any
online approach, as it would have to detect the changes on the fly. However,
the fact that humans have only minor problems interpreting above situations
lets us believe that there is a huge potential for future computerized systems,
and certainly more than enough possibilities to explore for future work.
It seems promising to more closely investigate the possibility of combining
different monocular clues, either by late fusion of individual results or by
tightly integrating them into completely new workflows. The combination of
shading and feature based reconstruction as demonstrated in [MBC12] is only
a first step in that direction, but has already shown clear improvements over
purely feature-based approaches. It may also be worthwhile to investigate if
and how physical deformation properties of the different tissues or structures
can be incorporated, thereby picking up ideas that have been investigated two
decades ago. It is not unlikely that just as shading may be too restrictive on its
own but can serve as useful additional information, physical properties may
help to obtain better reconstruction results. This would most likely require
some high-level scene understanding, involving machine learning approaches
to identify the organs or types of tissue and model their properties.
With this thesis we hope to have contributed to the advancement of monocular
vision methods in surgical practice, to have answered some questions, and to
have helped to better understand others.
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